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SUMMARY
With the growing demand of high-resolution subsurface characterization from 3D seismic surveying, the size of 3D seismic
data has been dramatically increasing, and correspondingly,
the process of interpreting seismic data is becoming more time
consuming and labor intensive. Recently, there has been great
interest in various supervised machine learning techniques that
can help reduce the time and effort consumed by manual interpretation workflows. However, supervised machine learning
requires labels for training, and obtaining these labels for large
volumes of seismic data is a very demanding and challenging task. In this work, we propose a weakly-supervised approach to labeling subsurface seismic structures using Orthogonal Non-Negative Matrix Factorization (ONMF) with additional sparsity constraints. We show that "rough" image-level
labels can be used to obtain high-quality pixel-level labels using weakly-supervised learning. Such pixel-level labels can
then be used for training powerful supervised machine learning
models. This approach greatly simplifies the process of generating labeled data for applying machine learning techniques to
computational seismic interpretation tasks. Results obtained
by labeling various subsurface structures from the Netherlands
North Sea F3 block show very promising results.

INTRODUCTION
With the increasingly growing demand of high-resolution subsurface characterization from 3D seismic surveying, the size
of 3D seismic data has been dramatically increasing, and correspondingly, the process of interpreting this data is becoming
more time consuming and labor intensive. In recent years, there
has been an increasing interest in computational seismic interpretation. Specifically, methods based on supervised machine
learning have had great success in salt body delineation, fault
and fracture detection, horizon extraction, and facies analysis
(e.g. Barnes and Laughlin (2005); Coléou et al. (2003); Guillen
et al. (2015); Zhao et al. (2015); Qi et al. (2016); Wang et al.
(2015); Ramirez et al. (2016); Figueiredo et al. (2015)).
Additionally, in many other fields, supervised machine learning
has proved to be the most successful machine learning paradigm
by far. Supervised machine learning algorithms, by definition,
require labels to perform training. However obtaining labels
for large volumes of seismic data is a very demanding task.
Furthermore, while the amount of data is growing continuously,
the ability of human experts to manually label large quantities
of data is very limited. Thus, the time and effort saved by
techniques based on supervised machine learning can be overshadowed by the time required to obtain accurate labels from
the seismic data.
This is where, we believe, weakly-supervised learning can play

a significant role, especially in the area of computational seismic interpretation where the amount of data is often in the
hundreds of gigabytes. By obtaining a single label per image
from an expert interpreter or similarity-based retrieval methods such as (Al-Marzouqi and AlRegib, 2014; Long et al.,
2014; Long* et al., 2015; Alaudah and AlRegib, 2015; Alfarraj
et al., 2016; Alaudah and AlRegib, 2016). Weakly-supervised
learning can then allow us to learn the common structures and
features between thousands of such labeled images, and then
maps these rough image-level labels into pixel-level labels that
can be effectively used to train more powerful fully supervised
machine learning models.

OBTAINING WEAK LABELS FOR SEISMIC IMAGES
If we would like to label seismic images on the pixel level,
but we only have image-level labels, then this can be seen as
a weakly-supervised learning problem. This is because the
image xi ∈ R+n×m has only one label as opposed to n × m
labels (i.e. one label per pixel). In this work, we propose
a weakly-supervised approach for labeling seismic structures
using Orthogonal Non-Negative Matrix Factorization (ONMF)
with additional sparsity constraints.
Specifically, we use the LANDMASS dataset (CeGP, 2015)
that contains thousands of seismic images extracted from the
Netherlands North Sea F3 block (dGB Earth Sciences, 1987).
Using these images, we utilize the method proposed in (Alfarraj et al., 2016) to retrieve images that contain specific seismic
structures (such as faults, salt dome, or chaotic horizons) based
on their similarity. Then we can safely assume all the top
retrieved images that have a high similarity to a specific structure contain that same structure within them as well. This
is done for all the seismic structures of interest such as faults,
salt dome, and chaotic horizons. Thus, we obtain weak (imagelevel) labels for the entire dataset. Our goal is then to map these
image-level labels to specific pixels within the seismic image
where the structure is most likely to be, effectively obtaining
pixel-level labels that can be used to train fully supervised machine learning algorithms. The same approach can be used to
generate labels for facies classification and similar problems
within seismic interpretation.

ORTHOGONAL NON-NEGATIVE MATRIX FACTORIZATION
Non-negative Matrix Factorization (NMF) (Lee and Seung,
1999, 2001) is a commonly used matrix factorization technique
that is closely related to many unsupervised machine learning
techniques such as k-means and spectral clustering (Ding et al.,
2005). NMF is used for decomposing a non-negative matrix
N ×N
X ∈ R+ p s into the product of two lower-rank matrices

N ×N

N ×Ns

W ∈ R+ p f , and H ∈ R+ f
non-negative. In other words,

such that both W and H are

X ≈ WH s.t.W, H ≥ 0.

(1)

Here, N f is the number of components (or the rank) in which
X will be represented. In our work, X represents a data matrix
where each column is a single seismic image in vector form.
The data matrix X has Ns such images, each of which is a vector
of length Np . NMF factorizes this data matrix into two nonnegative matrices; a basis matrix W and a coefficient matrix
H. In clustering terms, the columns of W represent N f number
of clusters in the data, whereas the columns of H represent
the relative membership of each image to the different clusters
in the data. Here, the clusters can represent different seismic
structures like salt domes, faults, or horizons.
The regular NMF problem does not have a closed-form solution, and is typically solved by minimizing the following
non-convex optimization problem:
2
arg min ||X − WH||F

s.t.WH ≥ 0,

(2)

and Ht =

Ht−1

(Wt T X + γ1 (B + BT )Ht−1 )i j

.
T
(Wt T Wt Ht−1 + γ1 Ht−1 Ht−1 Ht−1 + λ2 Ht−1 )i j
(6)

Here,
represents element-wise multiplication, and the superscript indicates the iteration number. Once W and H are
initialized, the multiplicative update rules in equation 5 and 6
are applied successively until both W and H converge. Once
they converge, all that remains is to use the values in W and H
to generate the pixel-level labels for the Ns images in the data
matrix X.

OBTAINING THE PIXEL-LEVEL LABELS
Once W and H have converged, each column of H, hn , indicates
the features used to construct the nth image. Since every
feature in W should correspond to a single seismic structure,
we can then map the coefficients of each image into the seismic
structures that make up that image. Then for every image
n ∈ [1, Ns ] we can obtain:

W,H

where, || · ||F is the Frobenius norm. Lee and Seung (1999)
showed that NMF can be used to learn a "parts-based" representation of the data, where each feature would represent a
localized "part" of the data. In practice, this is rarely achieved
using the formulation in equation 2. In order to remedy this,
we initialize the feature matrix W using k-means on the data
matrix X. Then we impose a sparsity constraint on these initial
features using the following sparsity measure:
p
ρ(w) =

Np − ||w||1 /||w||2
p
,
Np − 1

W,H

(4)

2
s.t.W, H ≥ 0 and ρ(wi ) = ρw ,
+γ1 ||HHT − B||F

where matrix B ∈ R N f ×N f contains random positive real numbers, and λ1 , λ2 , γ1 , and ρw are constants. In order to solve
the problem in equation 4, we use gradient descent to derive
the following multiplicative update rules for W, and H where
T

(XHt−1 )i j
T

Wt−1 Ht−1 Ht−1 + λ1 Wt−1 )i j

,

(5)

∀n ∈ [1, Ns ],

(7)

N ×N

The resulting matrix, Yn ∈ R+ p l shows the likelihood of
each seismic structure for each pixel in the image. Then, the
pixel-level label for each each location i in image n corresponds
to the seismic structure given by
labeli = arg max Ynj .
j

2
2
2
+ λ2 ||H||F
arg min ||X − WH||F
+λ1 ||W||F

Wt−1

(hn 11×Nl ))

where we define Q ∈ {0, 1} N f ×Nl as a cluster membership
matrix such that the element Qi j = 1 if the feature wi belongs
to structure j, and 11×Nl is a vector of ones of size 1 × Nl .

(3)

where || · ||1 and || · ||2 are the l1 and l2 norms respectively, and
ρ(·) indicates the sparsity of a vector. In order to enforce this
constraint, we follow the algorithm proposed by Hoyer (2004).
Additionally, to enforce that each feature wi in the matrix W
represents a single class, we impose an orthogonality constraint
on the coefficients matrix H. We also add two regularization
terms on W and H to avoid overfitting. The problem then
becomes:

Wt =

Yn = W(Q

(8)

Once we obtain the labels for each image, we apply a 3 × 3
median filter to clear any noisy labels and get the final labeling
results.

RESULTS
To test this approach, we apply it to a subset of a 1000 seismic
images from the LANDMASS dataset (CeGP, 2015) that includes weakly-labeled images extracted from the Netherlands
North Sea F3 block (dGB Earth Sciences, 1987). We put these
images in vector form and use them to construct matrix X.
We then apply the k-means clustering algorithm on these images and impose the sparsity constraint, and use the results to
initialize the feature matrix W. The coefficients matrix H is
initialized with random positive real numbers. We empirically
select the values of λ1, λ2 and γ1 as: 0.1, 0.5, and 5 respectively. The sparsity of the initial features ρw is set to 0.4. The
larger this term, the more localized the results would become.
We then apply the multiplicative update rules in equation 5
and 6 successively until both W and H converge. Finally, we
use equations 7 and 8 to find the final labels for the subsurface
structures in matrix X.

Figure 1 shows a subset of the results for chaotic horizons,
faults, and salt dome boundaries. We observe that despite the
fact that we only had image-level labels initially, the final pixellevel labels show there is a very good match between the labeled
subsurface structures and the structures in the original seismic
image. Furthermore, it is important to note that this method
is not limited to these particular subsurface structures and can
be easily applied to any other structures as long as sufficient
weakly-labeled training data is provided.

CONCLUSIONS
In conclusion, we have proposed a weakly-supervised approach
to subsurface seismic structure labeling using Orthogonal NonNegative Matrix Factorization. We have shown that this approach can effectively generate high-quality pixel-level labels
using only "rough" image-level labels. This approach can save
a lot of the time and effort that can be consumed by manually
labeling thousands of images for the purpose of training supervised machine learning algorithms. We applied our method
to data extracted from the Netherlands North Sea F3 block.
Our results show that this approach effectively labeled the exact locations of subsurface structures such as faults, chaotic
horizons, and salt dome regions using only image-level labels.
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Figure 1: Results of our weakly-supervised seismic structure labeling approach for various subsurface structures. The first two
columns show images containing chaotic horizon structures, and the corresponding pixel-level labels generated by our method in
blue. The middle two columns show images that contain faults, and their corresponding pixel-level labels generated by our method
in green. The last two columns show images that contain salt dome bodies or boundaries, and their corresponding pixel-level labels
generated by our method in red.
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