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In this article, we propose an error-resilient transmission method for progressively compressed 3D models. The proposed method
is scalable with respect to both channel bandwidth and channel packet-loss rate. We jointly design source and channel coders
using a statistical measure that (i) calculates the number of both source and channel coding bits, and (ii) distributes the channel
coding bits among the transmitted refinement levels in order to maximize the expected decoded model quality. In order to keep
the total number of bits before and after applying error protection the same, we transmit fewer triangles in the latter case to
accommodate the channel coding bits. When the proposed method is used to transmit a typical model over a channel with a 10%
packet-loss rate, the distortion (measured using the Hausdorff distance between the original and the decoded models) is reduced
by 50% compared to the case when no error protection is applied.
Categories and Subject Descriptors: C.2.0 [Computer-Communication Networks]: General—Data communications; I.3.0
[Computer Graphics]: General; E.4 [Coding and Information Theory]—Data compaction and compression; Error control
codes
General Terms: Algorithms, Experimentation, Performance, Reliability
Additional Key Words and Phrases: 3D graphics compression, error resilience, joint source and channel coding, media streaming,
priority encoding transmission, progressive transmission, unequal error protection, virtual reality over IP

1.

INTRODUCTION

An increasing number of Internet applications utilize highly detailed 3D models, giving rise to a large
amount of data to be stored, transmitted, and rendered within a limited time frame. For example,
a typical 3D triangle model of 10,000 vertices requires about one second of transmission time even
over a 1.544 Mbps line assuming that we use three vertex indices per triangle and ten bits per vertex
coordinate. This latency prohibits smooth interaction with networked virtual environments. To alleviate
such limitations, single-level compression methods [Taubin and Rossignac 1998; Rossignac 2000] can
be employed to reduce the end-to-end transmission delay. The disadvantage of these methods is that
nothing can be displayed on the client’s screen until the entire bitstream is downloaded. A more efficient
compression strategy aims to reduce the display latency by sending a coarse mesh of the 3D model first,
and then transmitting refinement information later, or when needed [Taubin et al. 1998; Hoppe 1998].
This refinement information is used to progressively transform the received crude mesh into a set of
finer meshes until the full model is decoded on the client side. Such progressive compression techniques
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Fig. 1. Different error-control methods.

are said to be scalable with respect to the channel bandwidth (i.e., link capacity or link data rate). If
the channel has a high bandwidth, then more levels are transmitted and vice versa.
Even though progressive compression techniques reduce both the required bandwidth and the latency
to download a 3D model, they do not address the effect of packet losses on the decoded model quality.
In a typical packet-switched network (e.g., the Internet), congestion and buffer overflow, among other
problems, can cause packets to be lost. Approaches to recover from these losses can be classified into
the three major categories shown in Figure 1. The goal of all of these approaches is to control the
errors introduced by the channel in order to minimize the distortion in the decoded model. Although
these error-protection approaches are well studied for audio, image, and video communications, their
3D graphics counterparts have not been explored.
In network-based error-control methods, the bitstream is considered as a stream of data without
a priori knowledge of the content. A well-known network solution is to retransmit all lost packets
until they are received correctly on the client side. The Transmission Control Protocol (TCP), which
is the most commonly used transport protocol on the Internet, is an example of this approach. Such
a technique is not applicable for the time-sensitive applications that are the focus of this article. For
example, consider the case when a client requests a 3D model to be downloaded within a limited
time frame. If the channel suffers from packet losses, then many TCP packets will be lost. TCP will
retransmit all the lost packets until they are all correctly received. This, unfortunately, increases the
download time. Another disadvantage of using TCP in time-sensitive applications is that any loss will
decrease the throughput significantly, resulting in a considerable increase in latency1 [Peterson and
Davie 2000]. Yet another concern about using retransmission in 3D graphics applications is that in
the case of a multicast scenario, several retransmission requests from a large number of receivers
can overwhelm the transmitter. Therefore, retransmission-based solutions are not desirable for the
time-sensitive applications that are considered in this article.
The second class of error-control methods is receiver-based, where lost parts of the bitstream are
recovered on the client side from those parts that are received correctly by applying algorithms such
as interpolation [Wang and Zhu 1998]. Such methods exploit the smoothness properties of the model
in recovering lost parts, and they generally do not add any redundant bits. Usually, receiver-based
algorithms work independently of the channel behavior and they require fairly high computational
power at the client to perform the processing in a timely fashion. The source of complexity is usually
the complicated interpolation algorithm employed by these methods to maximize the decoded model
quality. These algorithms are often referred to as “error-concealment” algorithms since their main
1 This

is because of TCP’s flow control mechanism. Any packet loss will set the congestion control window to 1, and the slow
recovery phase will start. This process significantly reduces the transmission rate.
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purpose is not to provide exact reconstruction of lost packets, but to compensate packet-loss-induced
distortion by estimating the lost part through interpolation.
Simple error-concealment algorithms assign zero values (or previous values) to lost data and decoding
continues. Even though such a simple procedure improves the quality in the case of streaming smooth
images and video sequences, they are not suitable for 3D models. In most 3D compression algorithms,
decoding a certain portion of the bitstream depends on the already-decoded parts. In streaming 3D
models, replacing lost data with zeros might change the topological information because of error propagation. This has catastrophic results on the quality of the decoded model. In order to improve the
performance of error-concealment methods, certain parts of the encoded bitstream need to be delivered
error-free. There is no guarantee of delivering such important parts in reasonable time. Nevertheless,
in practice, these parts can be delivered to the client using forward error correction (FEC) codes or
using retransmission. The tradeoff between these two methods depends on the round trip time (RTT)
between the server and the client as well as the packet-loss rate of the end-to-end channel. Therefore,
in general, error-concealment algorithms are combined with sender-based methods.
The third category of error-control methods is sender-based. In these methods, the sender estimates
the losses in the channel and protects the transmitted bit-stream by adding redundant bits to be able to
recover lost data on the client side. One of the most effective sender-based error-control techniques is
forward error correction (FEC) coding to protect the encoded bitstream against packet losses [Wang
and Zhu 1998; Peterson and Davie 2000]. Sender-based methods are highly effective and they require
little processing on the client side. The error-resilient transmission method proposed in this article is
sender-based and it applies forward error-correction codes. A brief overview of forward error-correction
codes is given in Appendix A.1.
Before we proceed, we list some major terms with their basic definitions:
Error-control is a method of minimizing the effect of channel errors on the decoded model quality.
Source coding is the process of compressing a 3D model.
Channel coding is the process of generating error-protection bits that can be used by the client to
recover some channel losses.
Error-protection bits are the redundant bits that add protection against channel losses. These bits
are designed to correct a certain number of errors. These error-protection bits are also called
forward error correction (FEC) codes. In packet networks, packets are either received
correctly or lost. Network protocols assign a label and a time stamp to every packet. When
the packet is not received before a predetermined expiration time, it is considered lost.
Consequently, network protocols detect any losses and, therefore, we do not need to employ
any additional error-detection codes.
Channel model is a mathematical model of the channel behavior.
Channel packet-loss rate is the percentage of the transmitted packets that are lost.
Packet is a collection of bits grouped into one segment and sent over the network.
Scalability with respect to bandwidth refers to the ability to adjust the transmission data rate by
sending/decoding a well-defined portion of the bitstream within a limited time.
Scalability with respect to channel error-rate refers to the ability to vary the error-protection
strength according to channel packet-loss conditions.
Bit-budget is the total number of bits to encode a given model. The source coding bit-budget refers to
the number of bits to encode geometry and connectivity information, whereas the channel
coding bit-budget refers to the number of error-protection bits.
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Fig. 2. Block diagram of the proposed error-resilient method.

As mentioned above, error-concealment algorithms perform best when combined with sender-based
algorithms. Similarly, network-based methods perform best when optimized according to the content of
the transmitted bitstream. In general, sender-based algorithms are known to be effective in recovering
lost packets [Wang and Zhu 1998]. In this article, we concentrate on sender-based algorithms and
propose an algorithm that optimizes the transmitted bitstream according to the channel features and
the 3D models being transmitted.
Figure 2 depicts the main blocks of any sender-based error-control system2 that employs forward error
correction codes. At the server, the 3D model is compressed and channel coding bits are appended before
transmission. On the client side, channel decoding is applied to recover lost data. Then the resulting
source coding bitstream is decompressed to view the model on the client’s screen. The method proposed
here lies within the “Bit Allocation” block where source and channel codes are optimized according
to the channel behavior in order to maximize the expected decoded model quality. In a recent paper
[Al-Regib et al. 2002], we proposed an error-resilient transmission method for progressively compressed
3D models, where source and channel coders are designed independently. That is, the error-protection
bit-budget is assumed given. In contrast, in this article, we design a joint source and channel coding
method that not only optimally distributes error-protection bits among the layers of the encoded bitstream, but also determines the optimum3 number of error-protection bits to be applied. In order to
keep the total bit rate unchanged, we need to decrease the number of source coding bits to accommodate
the channel coding bits. We achieve this by reducing the number of transmitted triangles. In contrast,
in Al-Regib et al. [2002], we reduce the number of source-coding bits by using coarser quantizers for
the geometry information, while we transmit all triangles.
2 In

this figure, we included a “Bit Allocation” block, which typically does not exist in 3D graphics applications. This block is one
of the major contributions of this article.
3 Optimality should be understood within the context of the particular distortion measure and the error-protection codes used in
our approach.
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This article is organized according to the following plan. Section 2 summarizes other error-resilient
transmission methods that exist in the literature. Section 3 describes progressive compression of 3D
models, and a basic error-control method known as equal error protection. Section 4 presents the proposed unequal error-protection method including the statistical distortion measure and the optimal
error-correction code rate computation. The experimental results are presented in Section 5. Finally,
conclusions are given in Section 6.
2.

RELATED WORK

Error-resilient transmission of 3D models is a new research area and only few researchers have tackled
the problem. Bajaj et al. [1998] proposed a pioneering method for error-resilient streaming of compressed
VRML. It is a sender-based error-control method, where the encoded bitstream is classified into layers
according to the depth-first order of the vertices. As a result, each layer is independent of all other parts
of the model and losing any layer will not affect the decoding of other layers. Even though this method
adds a level of protection to the transmitted bitstream, it is not scalable with respect to the channel
packet-loss rate. For example, at high packet-loss rates, many parts will be lost and the decoded model
will suffer from high distortion because the method does not scale up at such high packet-loss rates.
Yan et al. [2001] proposed an error-resilient coding method for 3D models. The method is based on the
constructive traversal compression scheme proposed by Li and Kuo [Yan et al. 1999]. In this method, a
3D model is partitioned into several segments and each segment is transmitted independently. These
segments are then stitched at the decoder using joint-boundary information. This error-resilient method
classifies the joint-boundary information as the most important part of the bitstream. However, the
number of error-protection bits assigned to the different parts of the bitstream were selected experimentally (i.e., no analytical approach was provided for error-protection bit-allocation). In contrast, our
proposed method assigns these error-protection bits in a statistically optimal manner. Furthermore,
the approach in Yan et al. [2001] is designed for 3D compression algorithms [Yan et al. 1999] that segment the model into trimmed surfaces, while our approach is more general and can be applied to any
compression algorithm [Taubin et al. 1998; Hoppe 1998] that constructs representations of the model
using any simplification method.
Bischoff and Kobbelt [2002] proposed a robust transmission method for 3D geometry data. This
technique is a receiver-based error-control method that exploits the geometry coherence of the received
data. The model at the sender side is resampled to ensure such coherence between samples. On the
client side, the received samples are used to construct an approximation of the original 3D model. This
approach can be classified as an “error concealment” approach. It provides the same level of robustness
regardless of the channel behavior.
Our approach improves upon the above methods since it (i) does not require any special processing
on the client side, (ii) is scalable with respect to both channel bandwidth and channel packet-loss rate,
(iii) applies forward error-correction codes optimally on the transmitted bits, and (iv) is applicable to
any progressive compression method.
3.

BACKGROUND

Our objective is to design an error-resilient transmission method that is scalable with respect to both
channel bandwidth and loss rate. To achieve bandwidth scalability, we only consider progressive compression techniques [Taubin et al. 1998; Hoppe 1998]. Although these techniques differ in methodology,
performance, and complexity, they all achieve the same goal of producing a hierarchical bitstream that
consists of layers. In this article, for the purpose of illustration, among all progressive compression techniques, we utilize the Compressed Progressive Mesh (CPM) [Pajarola and Rossignac 2000] algorithm,
which preserves the geometry and the connectivity of the original model. Nevertheless, the proposed
ACM Transactions on Graphics, Vol. 24, No. 2, April 2005.
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Fig. 3. Edge-collapse and vertex-split operations.

error-control method is applicable to other progressive compression algorithms. The following subsection summarizes the CPM algorithm to provide insight about the encoded bitstream content. Section 3.2
illustrates a traditional way of equally protecting the encoded bitstream using a method known as equal
error protection (EEP). An overview on channel coding theory and channel modelling is given in the
Appendix.
3.1

The Compressed Bitstream Format

CPM [Pajarola and Rossignac 2000] depends on two operations: edge collapse and vertex split [Hoppe
1996; Ronford and Rossignac 1996] that are applied at the encoder and the decoder, respectively
(Figure 3). The encoder compresses the model into a base mesh and a number of batches using a
series of edge-collapse operations (Figure 4). The base mesh is compressed using any single-level mesh
compression technique such as the TG [Touma and Gotsman 1998] or the Edgebreaker [Rossignac 1999]
algorithms. On the decoder side, the base mesh is first decoded. Then, batches are decoded one at a
time starting with the coarsest batch. While decoding each batch, a series of vertex-split operations are
performed to add new vertices to the mesh.
The encoding process is iterative. Each iteration produces a coarser level of detail (LOD) of the mesh
from a given level of detail. Also, each iteration produces a batch (i.e., encoded bitstream) that is used
by the decoder to produce the finer LOD from the coarser one. At the beginning of every iteration, a
subset of edges is chosen to be collapsed. Experiments indicate a reduction of about 20 ∼ 30% in the
number of vertices between two consecutive LODs for a typical model.
Each edge-collapse operation is represented by three fields that will be used by the decoder to undo
the edge-collapse operations. These three fields contain two categories of information, namely Geometry
and Connectivity information. These fields are: the split-status bit, which is one bit per vertex that tells
whether the vertex should be split or not, cut-edges bits per edge-collapse operation to tell the decoder
the edges incident upon the vertex that needs to be split, and a position-correction vector, per edgecollapse operation, which is the difference in geometric coordinates between the split vertex and the
corresponding vertex predicted by the prediction algorithm. This difference between coordinates is
quantized and entropy coded for efficient representation.
In the rest of the article, we discuss error-protection methods of encoded 3D models. We use forward
error correction codes to protect a transmitted bitstream against channel losses. More specifically, we
ACM Transactions on Graphics, Vol. 24, No. 2, April 2005.
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Fig. 4. Block diagram of the progressive compression encoder and decoder. The numbers shown on the meshes are the number
of triangles each mesh has.

use Reed-Solomon (RS) codes. Appendix A.1 gives an overview of Reed-Solomon codes. Moreover, we
model the channel between the server and the client using a two-state Markovian model that is detailed
in Appendix A.2.
3.2

Error Protection of 3D Meshes

Before transmitting a bitstream over a packet network, the bitstream is split into packets (chunks).
The traditional packetization process splits the stream into equal-length packets of length q × k bits
where each packet has k symbols and each symbol consists of q bits. We further append forward
error-correction bits of length q × (n − k) bits to the end of each packet before transmitting these
packets sequentially (see Figure 5). Assume that the three packets in Figure 5 represent three refinement levels of the bitstream of a progressively compressed 3D model where the first packet is
the base mesh and the third packet represents the finest refinement level. Using this packetization
method, the first packet will be transmitted first, followed by the second and the third packets, respectively. If the first packet is lost, then none of the other packets is useful at the client since
their decoding depends on the first packet. Another disadvantage of this packetization process is
that the error-protection bits are not utilized to recover from a packet loss. They are mainly used
to correct bit errors within a packet. Therefore, we need to employ a more effective packetization
method that takes into account the underlying encoding algorithm as well as the nature of packet
networks.
A packetization method known as block of packets (BOP) has been shown to be particularly effective
for lossy packet networks [Girod et al. 1999; Horn et al. 1999; Mohr et al. 2000]. In this method, the
data is placed in horizontal chunks, and then error-protection bits (q × (n − k) bits per vertical packet)
are appended as shown in Figure 6. Each level (batch)4 is packetized into a single BOP. Then, the
4 We

use batches and levels interchangeably but batches convert the mesh from one level to a finer level.
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Fig. 5. Traditional packetization method.

Fig. 6. A typical block of packets (BOP) for one level (batch) of the CPM stream.

packets are formed horizontally and transmitted as illustrated. In this case, if any vertical packet is
lost while all other packets are received correctly, then the appended error-protection bits can be used
to recover lost parts. The number of recoverable packets depends on the capability of the applied forward error-correction code (i.e., n and k). Using this packetization method, the client may have to wait
for all packets within a BOP to be downloaded before applying vertex-split operations for the corresponding batch, but the delay introduced by this packetization method is negligible for a typical batch
size.
In a typical real-time interactive application, the client asks for a 3D model to be received within
a given time frame.5 The server has an estimate of the channel bandwidth as well as the channel
packet-loss rate6 as indicated by the dashed-lines in Figure 2. The server needs to calculate the number
of source and channel coding bits that maximize the expected decoded model quality, or equivalently
the server needs to find the optimal (n, k) RS code. For the sake of illustration, let us assume the size of
the vertical packets to be n = 255. This also implies that the number of transmitted packets (horizontal
packets) is 255 (Figure 7). Furthermore, let the packet-loss rate of the channel be 10%. Therefore, we
5 Or,

equivalently, the client asks for a 3D model to be delivered with a certain quality and the task is to reduce the delivery time
of this mesh.
6 Such information is obtained using network techniques that are beyond the scope of this article. Real-Time Control Protocol
(RTCP)[Wang et al. 2002], for example, provides sender and receiver reports that contain long- and short-term packet-loss rates.
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Fig. 7. A specific example of M blocks of packets (BOPs) where 255 packets are transmitted per BOP and the (255, 203) RS code
is used. Each symbol is 8-bit in size while each of the base mesh packets has two symbols. Note that each level is packetized into
one BOP and the first row of the base mesh is transmitted first, followed with the second horizontal packet and so on until all
base mesh packets are transmitted. Then, we start transmitting the packets of level-1 vertically and so on until the last vertical
packet of the last level.

roughly expect 26 packets out of the transmitted 255 packets to be lost. Now, we need to design an
RS code that can correct 26 errors. Using the relation provided in Appendix A.1, k is computed as
k = n − 2t = 255 − 2 × 26 = 203. In other words, the RS code rate is kn = 203
 0.8. It is important
255
to note that this RS code rate is not likely to be optimal since this calculation procedure completely
ignores the effects of packet losses on the decoded model. Optimal RS code-rate calculation will be be
explained in Section 4. Next, the number of source coding bits needs to be reduced by the same number
of channel coding bits since the total bandwidth needs to be kept unchanged. In the above example,
the number of source coding bits needs to be reduced by 20%. For example, if the size of one level is
106 bits, then, after applying the above (255, 203) RS code, we can only send 800,000 source-coding bits
since the remaining 200,000 bits are replaced with the error-correction bits. In this specific example,
the size of each transmitted horizontal packet is 3940 bits.
The bit rate (or bandwidth requirement) of a progressively compressed 3D model can be reduced
either (i) by using coarser quantizers to reduce the vertex precision, or (ii) by reducing the number of
transmitted triangles. In this article, we choose the second method to accommodate for error-protection
bits.
As might be noted, the method discussed in this section applies the same amount of error protection
to all transmitted levels. Therefore, it is called equal error protection (EEP). This method does not take
into account the contributions of the various levels to the decoded model quality. It also neglects the fact
that losing a coarse refinement level results in making all finer refinements undecodable. Assigning
different error-protection levels to the bitstream layers improves the decoded model quality since more
important parts of the bitstream are assigned more error-protection bits and vice versa. The following
section presents our approach to applying unequal error protection (UEP) to progressively compressed
3D models.
ACM Transactions on Graphics, Vol. 24, No. 2, April 2005.
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UNEQUAL ERROR PROTECTION OF PROGRESSIVELY COMPRESSED 3D MODELS

In this section, we present the proposed unequal error protection (UEP) method that takes both source
and channel characteristics into account and optimizes the number of error-correction bits for each
level of the progressively encoded bitstream to maximize the expected decoded model quality. Such
error-control technique has been proposed for image and video sequences as in Girod et al. [1999], Horn
et al. [1999], and Mohr et al. [2000]. In this article, we apply a similar error-control algorithm specially
designed for 3D models.
Next, we summarize the major steps taken to provide a scalable error-control algorithm for 3D models
streaming:
(1) During the progressive simplification of the model and the compression of upgrade levels, we
compute a rate-distortion curve (R-D) to take the source characteristics into account. This curve
assigns two numbers to each level of upgrades: (1) the number of bits to encode a particular level
and (2) an estimate of the distortion that would result if it is lost.
(2) We integrate the channel packet-loss rate and the error-correction capabilities of the error-correction
codes into a level-by-level rate-distortion analysis. To this effect, we develop a statistical distortion
measure that estimates the distortion introduced at the decoded model for a given channel.
(3) Then, we perform an optimization process that determines (i) the total number of error-protection
bits (C), and (ii) the number of error-protection bits to be assigned for the L + 1 levels (C (0) , . . . ,
C (L) , where C ( j ) is the total number of error-protection bits assigned to the j th level).
Before presenting the details of computing the statistical distortion measure, we describe the packetization procedure used in the proposed unequal error protection approach.
4.1

Packetization for the Unequal Error Protection Case

The packetization method described in Section 3.2 is utilized. To further illustrate the packetization,
consider a 3D model that has been compressed into a base mesh and four batches. Furthermore, assume
that the maximum horizontal packet size is set to six (i.e., n = 6).7 When error-correction codes are
applied to these BOPs, the resulting set of BOPs is depicted in Figure 8. Note that we construct a BOP
for each level, and the coarser BOPs are transmitted first. Note also how the finest batch (i.e., M 4 ) is
not transmitted to accommodate the error-correction bits (assuming batch M 4 contains 12 symbols).
Furthermore, the coarser levels get more error-protection bits than the finer levels. Such an unequal
distribution of error-protection bits is determined analytically using a statistical distortion measure
that is presented in the following section.
After appending the error-correction bits, the vertical packets of the base mesh are transmitted first,
followed by the vertical packets of M 1 and so on until level M 3 (Figure 8). Because of packet losses,
some of these packets might get lost. In Figure 9, two such packets for every BOP are lost and this is
represented by the symbol “L” in the figure. At the receiver, the decoder tries to recover the lost packets
using RS parity bits. Since the base mesh uses an (6,3) error correction code, it can recover up to 3 lost
packets, hence it can recover the lost packets in this example. Similarly, the lost packets in M 1 can be
recovered by the RS codes. However, the RS codes in the second and third levels cannot recover the lost
packets, hence both levels are discarded by the decoder as illustrated in Figure 10 where the symbol
“X” indicates undecoded symbols (bits).
Next, we show how to compute the RS codes rates using the proposed statistical distortion
measure.
7 Such

a simple correction code might not exist in practice but we used it here for the sake of clarity.
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Fig. 8. Transmitted block of packets after applying error-correction codes in the UEP case. The base mesh consists of 6 source
coding symbols and is protected using 6 error-protection symbols. M 1 consists of 8 source coding bits and is protected using 4
error-protection symbols. M 2 consists of 10 source coding bits and is protected using 2 error-protection symbols. M 3 consists of
12 source coding bits and no error-protection is applied to this level. The zigzag curve shows the transmission order.

Fig. 9. Received block of packets. “L” indicates that the packet is lost.

4.2

Statistical Distortion Measure

All unequal error protection (UEP) methods regardless of their application area rely on a distortion
measure that quantifies the relative importance of the transmitted bits. Therefore, the success of our
method is naturally dependent on how accurately and effectively the proposed measure characterizes
the distortion that is introduced when certain bits are lost. Generally, model distortion estimation
depends on the decoding strategy. As discussed in Section 3.2, the decoding process terminates whenever
lost packets cannot be recovered.
Following the above standard decoding operation, the expected distortion in the received model is
the sum of the products of the probability of not being able to decode a certain level and the distortion
associated with that level. We associate a distortion value for each level and we provide two ways to
ACM Transactions on Graphics, Vol. 24, No. 2, April 2005.
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Fig. 10. Decoded block of packets. “X” represents that these bits are not decoded because of an irrecoverable part of the
corresponding batch’s bitstream.

estimate this distortion. These two methods are explained in Section 4.3. The probability of discontinuing the decoding operation at a certain level is a conditional probability. It is equal to the products of the
probabilities of correctly decoding all data before this level, but not being able to decode the bitstream
at this level. For clarity, we derive the distortion measure for a specific example and then we provide
the general formula.
Assume that we have a 3D model that is encoded, using CPM, into a base mesh and ten refinement
levels but the client asked for only the base mesh and two refinement levels to be downloaded within a
limited time frame. To calculate the expected distortion8 in the decoded model, we first need to assign
an importance level to each of these three parts of the bitstream. Let E0 , E1 , and E2 be the importance
associated with these three levels, respectively. Since coarser parts of the bitstream are more important
than finer ones, we expect E0 > E1 > E2 . Furthermore, we need to consider the interdependencies
between these three levels, since decoding a certain level may depend on the error-free decoding of
coarser levels. In particular, we need to consider the following four scenarios:
(1) The case when parts of the base mesh bitstream are lost and irrecoverable.
(2) The case when the base mesh is decoded correctly but parts of the first refinement level are lost
and irrecoverable.
(3) The case when both the base mesh and the first refinement levels are decoded correctly but parts
of the second refinement level are lost and irrecoverable.
(4) The case when all three levels are decoded correctly.
Let Pi denote the probability of irrecoverable lost packets at the ith level. Then, the probability
associated with each of the above four cases is P0 , (1− P0 )P1 , (1− P0 )(1− P1 )P2 , and (1− P0 )(1− P1 )(1− P2 ),
respectively. Hence, the expected distortion can be given as
Dr = P0 E0 + (1 − P0 )P1 E1 + (1 − P0 )(1 − P1 )P2 E2 + (1 − P0 )(1 − P1 )(1 − P2 )E3 ,
8 This

(1)

distortion is caused by channel losses.
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where E3 is the distortion associated with level-3 even though this level is not transmitted. In other
words, E3 can be thought of as the distortion between the original model and the model produced after
decoding level-2 but not level-3.
Using the BOP packetization method that is illustrated in Section 4.1, P j is defined as the sum of the
probabilities of losing more than (n − k j ) packets where level- j is protected using an (n, k j ) RS code.
P j is given by:
Pj =

n


p(m, n).

(2)

m=n−k j +1

This quantity is calculated in terms of the block-error density function p(m, n), the probability of losing
m symbols within a block of n symbols. Evaluating this quantity depends on the channel model and,
in this article, it is calculated using Equation 9 for the Gilbert-Elliot channel model, which is given in
Appendix A.2.
Now, we generalize the above distortion measure for the case of transmitting L levels out of the
encoded M levels of the progressively compressed bitstream. In equation form, the expected model
distortion at the decoder is written as

P0 E0 , L = 1



j −1
L−1
L−1


 P0 E0 +  P j E j  (1 − Pi ) +  (1 − P j )E L ,
1<L<M
Dr (L) =
,
(3)
j =1
i=0
j =0


j
−1
L−1





Pj E j
(1 − Pi ),
L=M
 P0 E0 +
j =1

i=0

where L is the total number of transmitted levels, which is limited to 0 < L ≤ M . M is the number
of encoded levels including the base mesh, P j is the probability of having irrecoverable packets in the
j th level, and E j is the error between the original model and the model after decoding the LOD( j −1)
bitstream. P j is calculated using Equation 2.
The estimated error (E j ) in Equation 3 has not yet been calculated. This calculation is discussed in
the following section.
4.3

Determining the Rate-Distortion Curve (E j s)

We will present two methods to estimate the error introduced in the model that results from terminating
the decoding process at a given level (i.e., E j in Equation 3). A natural metric is to compute the actual
error between the transmitted model and the resulting mesh produced by decoding the given level. One
way to measure this error is by using the Hausdorff distance that gives the maximum error between
the two meshes. The Hausdorff distance between two meshes E and F is given by:
H(E, F ) = max{h(E, F ),

h(F, E)},

(4)

where h(E, F ) = max min ||e − f ||, and || · || denotes the Euclidean distance [Choi et al. 2000].
e∈E

f ∈F

The curve shown in Figure 11 has been computed by measuring the Hausdorff distance between the
densely sampled points on the original SMALL BUNNY model and each of the ten levels of detail produced
by the CPM algorithm. We call such curve a rate-distortion curve. This curve gives the distortion at
the decoded model as a function of the number of received bits. As shown in the plot, as the number of received bits increases, the error between the transmitted and the decoded meshes decreases.
Nevertheless, calculating the Hausdorff distance is an expensive operation and it requires considerable
processing power and memory space. Therefore, we propose to use a less-expensive metric to produce a
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Fig. 11. The estimated error (using the Hausdorff distance) between the transmitted SMALL BUNNY model and the meshes decoded
at different levels of detail. The model has been compressed into ten batches (i.e., M = 10).

Fig. 12. The estimated error (using a quadric error metric) between the transmitted SMALL BUNNY model and the meshes decoded
at different levels of detail. The model has been compressed into ten batches (i.e., M = 10).

similar plot that reflects the relative error between different layers of the bitstream. We use the sum of
the square of the distances between each vertex V of the simplified mesh and the planes that support
the original triangles that were incident upon all the vertices that collapsed to V . This is the quadric
error metric in Garland and Heckbert [1997], which is used in choosing the edges to be collapsed at
every iteration in the encoding process.
Figure 12 depicts the estimated error using the above quadric error metric between the transmitted
SMALL BUNNY model and each of the ten meshes produced by CPM. The scales of this curve and the one
in Figure 11 do not have to be the same since we are interested in the relative error between different
levels. As can be seen from these two curves, the relative importance between layers is similar in both
plots. Moreover, the second curve is obtained with no extra cost since the quadric error metric is used
to associate a cost to each edge during the edge-collapse operation. Thus, E j in Equation 3 is computed
using the above quadric error metric.
Now, after defining all quantities in Equation 3, we move to set up and solve the optimization problem
to maximize the expected decoded model quality.
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Solution to the Optimization Problem

Equation 3 estimates the expected distortion introduced at the decoded model in a statistical sense.
Now, the objective is (i) to choose an optimal error-protection bit-budget (i.e., C), and (ii) to optimally
distribute these C bits among the transmitted L levels (i.e., to choose L, and C (0) , C (1) , . . . , C (L−1) ) in
order to minimize the expected distortion at the decoded model. We jointly compute the optimal values
for these quantities using the statistical distortion measure in Equation 3. Intuitively, the base mesh
is usually regarded as the most important layer in the encoded bitstream, followed by the coarsest
level, and so on, until the finest level. Therefore, we expect the optimization process to allocate more
error-protection bits to the base mesh and the first few coarse layers.
The parameters in Equations 2 and 3 must satisfy two conditions. First, the total error-protection
bit-budget is upper-bounded by C, the maximum number of available error-protection bits. The second
constraint is that for the (n, k j ) RS code that is used for level- j , the value of k j cannot be greater than n.
Combining Equation 3 with Equation 2 together with the above two conditions results in a constrained
optimization problem given as
min arg Dr (L),
C,C ( j )

subject to :

L−1

j =0

C ( j ) = C,

and

0 ≤ k j ≤ n,

where j = 0, . . . , L − 1.

(5)

The first constraint in Equation 5 forces the solution to be scalable with respect to the bit budget.
Similarly, incorporating the block error density function p(m, n) in Equation 3 forces the solution to
be scalable with respect to channel error characteristics. However, the second constraint is a natural
constraint of any block error-correction code.
The solution of the above constrained optimization problem consists of three parts: L, C and the
vector CL = [C (0) , C (1) , . . . , C (L−1) ], where L ≤ M . To solve this problem we develop a hill-climbing
search algorithm [Mohr et al. 2000] that makes assumptions about the data but is computationally
feasible. The major steps are
(1)
(2)
(3)
(4)

Choose a value for C and L.
L
Run a full-search algorithm for CL = [C (0) , C (1) , . . . , C (L−1) ] where i=0
C (i) = C bits.
Save the CL vector that minimizes the expected distortion (Dr ).
Repeat the above steps for all possible values of C and L. The solution is the CL vector that minimizes
the expected distortion.

To speed up the full-search algorithm, we use the fact that a level is more important than any finer
level. Therefore, an essential assumption is that the number of error-protection bits assigned to a
given level should be less than the number of error-protection bits assigned to a coarser level (i.e.,
C (L−1) ≤ · · · ≤ C (1) ≤ C (0) , where L ≤ M ).
Since our solution is level-by-level,
C and L can only take certain values. These values for C are from
( j)
( j)
the set {0, S (M ) , S (M ) + S (M −1) , . . . , M
is the number of source coding bits in the
j =1 S }, where S
j th level. The corresponding values for L are M , M − 1, M − 2, . . . , 0. In other words, in the first
iteration, C is set to zero bits; in this case all L = M levels are transmitted, and the corresponding
distortion is calculated. In the second iteration, C is set to S (M ) , in this case L = M − 1 levels are
transmitted, and the local search algorithm is run to determine the optimal C L and the corresponding
distortion is calculated. In the third iteration, C is increased by S (M −1) . In this case L = M − 2 levels
are transmitted, and the distortion is measured and the optimum C L is determined. The same process
is repeated L times and the C that gives the minimum distortion is considered to be the optimal C and
the corresponding vector C L is considered as the optimal distribution of the error-protection bits.
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Fig. 13. The estimated distortion at the decoded SMALL BUNNY model as a function of the error-protection bit-budget (C). Three
cases are shown for three packet-loss rates. The small circles indicate the optimum C for each of the three cases. For each C, we
use the optimal CL . The model is progressively compressed into ten batches. PLR is the channel packet-loss rate.

Applying this algorithm to the 10-level progressively compressed SMALL BUNNY model (consisting of
9508 triangles) results in the convex curves shown in Figure 13. Each curve depicts the expected
distortion for a given packet-loss rate and a spectrum of values for the error-protection bit-budget (C).
The three curves correspond to the three packet-loss rates 0.0, 0.12, and 0.4, respectively. As shown in the
plot, when the packet-loss rate is zero, the optimization algorithm assigns zero bits for error protection.
However, when the packet-loss rate increases to 0.12 and 0.40, the optimum error-protection bit-budget
is about 3700 and 7100 bytes, respectively. In all these cases, 10348 bytes are transmitted. The number
of transmitted levels (out of the encoded 11 levels) in these three cases turned out to be 11, 10, and 8,
respectively. This shows that our approach is scalable with respect to the channel packet-loss rate as
well as the channel bandwidth.
For every C, we plot the corresponding minimum distortion that is achieved by a certain CL vector
for various models and it always results in convex curves with respect to C. As a result, we run a
hill-climbing algorithm to search for the best C that minimizes the expected distortion for a given
packet-loss rate. Nevertheless, for one value of C, the expected distortion arbitrarily varies as we vary
C L . Therefore, for each value of C, we run the fill search algorithm for all possible values of C L . Moreover,
as the number of vertices in the 3D model increases, the complexity of the solution of the optimization
problem linearly increases.
As discussed above, at every iteration, C is set to the number of bits in a level (or several levels). As
a result, the difference between levels’ sizes serves as the step size in solving the optimization problem. To achieve a more accurate solution and finer granularity, the increment in C between iterations
can be made finer, if desired. To achieve this, we need to reduce the number of bits in each batch.
Limiting the number of bits in a batch can be achieved by limiting the number of collapsed edges.
However, this affects the performance of the compression algorithm and results in a base mesh that
is relatively large. To account for this, we increase the number of levels (i.e., batches) produced by the
CPM encoder. As an example, compare the rate-distortion curve in Figure 12 with the one in Figure 14.
In Figure 12, there are ten batches and no limit has been placed on the number of collapsed edges
at each batch, while in Figure 14 there are twenty batches, but the number of edges to be collapsed
at every level is limited to be less than 10% of the total number of edges at that level. Note how the
increment in the number of bits is smaller in the latter case compared to the former. On the other
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Fig. 14. The estimated error (using the quadric error metric) between the transmitted SMALL BUNNY model and the meshes
decoded at different levels of detail. The model has been compressed into twenty batches as well as the base mesh.

Fig. 15. The estimated distortion at the decoded SMALL BUNNY model as a function of the error-protection bit-budget (C). Three
cases are shown for three packet-loss rates. The small circles indicate the optimum C for each of the three cases. For each C,
we use the optimal CL . The model is progressively compressed into twenty batches including the base mesh. PLR is the channel
packet-loss rate.

hand, the size of the base mesh in the latter case is larger than the one in the former case. Nevertheless, the size of the base mesh can be reduced further by increasing the number of batches. Applying
the iterative algorithm to solve the optimization problem when the SMALL BUNNY model is compressed
into twenty levels results in the curves shown in Figure 15. Comparing these curves with the ones
produced for the 10-level compressed model in Figure 13 indicates how limiting the number of bits
within batches refines the solution. In this case, the optimum error-protection bit-budgets are 0, 2400,
and 4700 Bytes when the packet-loss rates are 0.0, 0.12, and 0.40, respectively. Note that in this case,
the total bit rate is 9100 Bytes, while it was 10348 Bytes when the model was compressed into ten
levels.
Table I lists the processing time required to solve the optimization problem. This operation has been
performed on a P-III PC with CPU speed of 933MHz. As indicated in this table, the processing time
increases as the packet-loss rate increases.
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Table I. Processing Time (in Seconds) for Solving
the Optimization Problem for Two Different
Models at Various Packet-Loss Rates
PLR
0
0.04
0.08
0.12
0.18
0.25
0.40

SMALL BUNNY

COW

0.68
1.21
1.37
1.38
2.16
2.70
2.91

0.27
0.49
0.54
0.58
0.59
0.87
0.94

Fig. 16. The HEAD model from the front and the side angles.

5.

SIMULATION RESULTS

To demonstrate the effectiveness of the proposed UEP method, we used both subjective and objective
methods of comparison. In particular, we fix the end-to-end delay9 and use the Hausdorff distance to
measure the difference Dr between densely sampled points on the original and the decoded models. We
further compare the proposed unequal error protection method with the method that does not use any
error protection and the method that applies equal error protection. For fair comparison between these
three methods, we keep the total number of bits transmitted the same in every case. In the following
discussions, NEP, EEP, and UEP stand for no error protection, equal error protection, and unequal
error protection, respectively.
5.1

Unequal Error Protection vs. Equal Error Protection

We applied the proposed unequal error protection (UEP) method on several models and here we report
the results for the SMALL BUNNY, the COW, and the HEAD 3D models, which are typical of the models we
obtained. These models are shown in Figures 16, 20(a) and 21(a). First we compressed both models
progressively using the CPM algorithm; the encoded bitstream data is tabulated in Table II. In all
experiments discussed in this section, the average burst error length, L B , is set to 5 and the RS packet
size is set to 100 (i.e., n = 100).
Figure 17 depicts the distortion (Dr ) as a function of the packet-loss rate (PLR ) for the SMALL BUNNY
model. We run the experiment 150 iterations for every packet loss rate and we report the average
distortion. Three curves in this figure represent the cases of EEP, UEP, and NEP. In this case, the total
bit budget is 9100 Bytes. As can be seen from these curves, for an error-free channel no bits are assigned
for channel coding, hence the distortion is zero. As the packet-loss rate (PLR ) increases, EEP and NEP
performances become closer to each other since the lost packets of the coarse levels are irrecoverable.
9 Fixing

the end-to-end delay is the same as fixing the total bit budget.
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Table II. The Encoded Bitstream Data of the Progressively Compressed
SMALL BUNNY, COW, TRICERATOPS, and HEAD Models
SMALL BUNNY

COW

HEAD

5960
9580
20
72429

2903
5804
20
42336

9571
18654
40
127054

No. vertices
No. faces
No. batches
Total No. of encoded bits

Table III. The Optimal Number of Source and Channel Coding Bits for a Spectrum of
Packet-Loss Rates for the Transmission of the Progressively Compressed SMALL BUNNY,
COW, and HEAD Models
PLR
0.00
0.04
0.08
0.12
0.18
0.25
0.40

SMALL BUNNY

# levels
20
18
16
16
14
12
10

C
0
11485
18566
18566
25366
31620
37323

COW

S
72429
60944
53863
53863
47063
40809
35106

# levels
20
18
16
15
15
12
10

C
0
4569
9055
11174
11174
16972
20416

HEAD

S
42336
37767
33281
31162
31162
25364
21920

# levels
40
35
35
32
31
26
25

C
0
36833
36833
53489
58150
75201
78855

S
127054
90221
90221
73565
68904
51853
48199

Fig. 17. Maximum error (Hausdorff distance) between the transmitted and the decoded SMALL BUNNY models. NEP: no error
protection is applied, EEP: equal error protection is applied, and UEP: unequal error protection is applied. The average burst
length L B = 5.0. The total bit budget is 9100 Bytes. Number of iterations is 150.

On the other hand, UEP managed to protect these layers by assigning more error-protection bits and
therefore, the degradation in the decoded model quality is more graceful compared to the degradation
in the other two methods. More specifically, when PLR ≥ 10%, the base mesh packets were lost and only
UEP could recover these lost packets.
The optimal distribution of the total bit budget between source and channel coding bits is tabulated
in Table III. For every PLR , this table lists the number of levels that are transmitted, the total number
of channel coding bits (C), and the total number of source coding bits (S). This distribution of the bit
budget is optimal and computed by solving the optimization problem in Equation 5 as discussed in
Section 4.4.
Subjective results are shown in Figure 20 for the SMALL BUNNY model. In these results, we had to
control the location of the packet loss in order to show the model from the same side in all cases. Note
how the UEP method protects the base mesh and a few other coarse batches even when the packet-loss
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Fig. 18. Maximum Error (Hausdorff distance) between the transmitted and the decoded COW models. NEP: no error protection is
applied, EEP: equal error protection is applied, and UEP: unequal error protection is applied. The average burst length L B = 5.0.
Number of iterations is 150.

Fig. 19. Maximum Error (Hausdorff distance) between the transmitted and the decoded HEAD models. NEP: no error protection is
applied, EEP: equal error protection is applied, and UEP: unequal error protection is applied. The average burst length L B = 5.0.
Number of iterations is 100.

rate is as high as 40%. Moreover, note how the UEP method kept a reasonable level of detail at all
packet-loss rates compared to the other two methods (NEP and EEP). In these simulations, when part
of a batch is lost and unrecovered, the whole batch is discarded. Nevertheless, in order to show how
much information is lost at different packet-loss rates, we used a visualization trick by discarding part
of the base mesh in case it was lost. We do not discard the whole base mesh; instead we encode all
received packets of the base mesh. In order to do so, we restrict the lost packets (in the base mesh) to
be the last ones. For example, if one packet is lost from the base mesh, then this packet will be the last
packet but if two packets of the base mesh are lost, then these two packets will be the last two and so on.
Such lost packets result in the holes shown in some of the displayed SMALL BUNNY models in Figure 20.
The same experiments are repeated for the COW and the HEAD models and the results are shown in
Figures 18, 19, and 21. Also, the distribution of the source and the channel coding bits is listed in
Table III.
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Fig. 20. Subjective results of applying no error protection (NEP), equal error protection (EEP), and unequal error protection
(UEP) methods on the SMALL BUNNY model. The caption under every image gives the error protection method and the packet-loss
rate of the channel.

5.2

Unequal Error Protection vs. Retransmission

In this section, we compare the performance of the proposed unequal error protection method with a
retransmission method. In the retransmission method, we transmit the base mesh until it is received.
Then, we transmit the first batch until it is received and so on until there is no more time left from
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Fig. 21. Subjective results of applying no error protection (NEP), equal error protection (EEP), and unequal error protection
(UEP) methods on the COW model. The caption under every image gives the error protection method and the packet-loss rate of
the channel.

the given time budget. Table IV summarizes the distortion in the decoded models when these two
methods are used. As can be seen, for fixed time budget, the proposed UEP method delivers the model
with a quality higher than that delivered when retransmission strategy is employed. Note that in the
retransmission case, we used the transport control protocol (TCP) as the transport protocol because it
is the most well known protocol on the Internet [Floyd and Fall 1999]. In such retransmission methods,
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Table IV. Comparison Between the Proposed UEP Method and a
Retransmission Method. The Numbers Given in the Table are the Distortion in
the Decoded Model Computed Using the Hausdorff Distance
(Total Time = 0.0442 sec.)
Retransmission
UEP
50
10
70
25
100
56
140
77
SMALL BUNNY

PLR
0.01
0.04
0.12
0.25

(Total Time = 0.0284 sec.)
Retransmission
UEP
49
12
60
27
92
42
102
51
COW

all lost packets are retransmitted regardless of their content, therefore the performance deteriorates
substantially as the packet-loss rate increases. Moreover, when a packet is detected to be lost, the
server reduces its transmission rate sharply to reduce congestion in the network. This sharp reduction
in retransmission rate introduces high delay [Floyd and Fall 1999]. In contrast, in the proposed method,
we transmit all packets at the same rate and the server does not try to detect which packets are lost
because no retransmission takes place.
6.

CONCLUSIONS

In this article, we presented an error-resilient method for 3D model transmission. The proposed method
is scalable with respect to both channel bandwidth and channel error characteristics. The bit-budget
allocation method (i) assigns an optimal error-protection bit-budget, and (ii) distributes these errorprotection bits among the transmitted layers to maximize the expected decoded model quality. In order
to keep the bit rate unchanged when error-protection bits are added, we reduce the source coding bits
by reducing the number of triangles transmitted to the client. Experimental results show that with our
approach, the quality of the decoded model degrades more gracefully as the packet-loss rate increases.
In the following, we will comment on a few features of the proposed 3D model transmission system:
—The proposed method is sender-based and requires little processing on the client side.
—The applicability of the proposed method does not depend on a particular 3D model compression
algorithm, although we used CPM in this article. It is applicable wherever the proposed statistical
distortion measure given in Equation 3 is calculable. Thus, the proposed framework can be used with
other progressive 3D model compression methods as well.
—The applicability of the proposed method does not depend on a particular channel model, although
we used Gilbert-Elliot model in this article. The P j ’s in Equation 3 can be calculated for any channel
model.
—Generally, the proposed unequal error-protection method outperforms the other two method. (i.e.,
no error protection and equal error protection) for all packet-loss rates. Moreover, it outperforms
a retransmission-based method where levels are retransmitted until the time-budget expires. Such
outstanding performance is because of the fact that our distortion measure produces optimal
error-correction codes by incorporating both source and channel characteristics into the distortion
function.
—The proposed 3D model transmission system is more complicated than a standard system with no
error protection since for every 3D model to be transmitted, the constrained optimization problem
given in Equation 5 needs to be solved for a spectrum of packet-loss rates. This complexity varies
according to the numerical algorithm used to solve this optimization problem. Nevertheless, this
increase in complexity is compensated by the significant improvements in the decoded model quality
as depicted in Figures 17 to 21. Furthermore, in many cases, this processing can be performed offline and the results can be stored in a look-up table along with the progressively-encoded bitstream.
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This table would have an entry for a list of packet-loss rates and channel bandwidths. For every
combination of these two parameters, the table stores the corresponding number of error-correction
bits and the distribution of these bits among the transmitted layers. When a client requests a 3D
model, we can measure the channel bandwidth and packet-loss rates, then, fetch the corresponding
parameters from the look-up table, and protect the source-encoded stream with the appropriate RS
codes for optimal model quality on the client side.
—In our approach, the batch’s bitstream contains both connectivity and geometry information interleaved. We anticipate that separating these two types of information will improve the performance
of the proposed method. This issue is currently under investigation.
APPENDIX
A.1

Channel Coding Theorem

In this section, we present a brief discussion of the basic concepts of channel error protection. We
start by considering binary repetition codes, then we move to more powerful Reed-Solomon (RS)
codes.
Consider a noisy channel that might flip one or more bits. A simple channel coding might use a binary
repetition code, for example a (3, 1) code. This code uses two valid symbols: 000 to represent 0 and 111 to
represent 1. In other words, for every source coding bit, we append two channel coding bits that replicate
it. Assume that the received symbol is 011, then we must guess whether the correct symbol was 111
(scenario A) or 000 (scenario B). Let p be the probability of flipping a bit during transmission over a
noisy channel. Therefore, the probability of scenario A is p(A) = (1 − p)2 p. Similarly, the probability
of scenario B is p(B) = (1 − p) p2 . Hence, for 0 ≤ p < 0.5, p(A) > p(B). As a result, we should
assume that the correct symbol was 111. It can be easily shown that the code (3, 1) can correct all single
bit errors [Wicker 1995]. Nevertheless, if the transmitted symbol was 000 and two bits were flipped,
then the (3, 1) code would not correct such double-bit errors. This simplistic approach increases the
bandwidth requirement by a factor of three. A more economic approach tries to find the largest number
of symbols that are different from each other by as much as possible. This difference between symbols is
characterized by the Hamming distance, which is the number of bits (positions) at which two symbols
differ. For example, the Hamming distance between 011 and 000 is 2 while the Hamming distance
between 011 and 111 is 1.
It can be shown that a code consisting of two symbols with Hamming distance d can correct  d −1

2
errors. The minimum distance, d min , of a code is defined as the minimum distance between any two
different symbols generated by this code. A code with minimum distance d min can correct all error
patterns up to and including t-error patterns where d min = 2t + 1. This code might also be able to
correct some higher error patterns but not all.
An (n, k) error-protection code is a code that adds n−k redundant bits to k information bits to produce
a block of n bits. The gain of an (n, k) code is defined as the error correction capability t of the code
while its cost is the number of redundant bits n − k. The Hamming bound [Blahut
 1983; Hoffman

et al. 1991; Wicker 1995]štates that the relation between these parameters is tj =0 nj ≤ 2n−k . This
bound provides a necessary but not a sufficient condition for the construction of an (n, k) code that can
correct t errors. For example, we can have a (7, 4) single-error correcting code, but not a (10, 7) singleerror correcting code because the former satisfies the above Hamming bound while the latter does
not.
Reed-Solomon (RS) codes are one of the most powerful and widely used families of block channel codes.
The main feature of RS codes is that they are maximum separable codes—there is no other block code of
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Fig. 22. The G-E channel model.

the same length that has higher Hamming distance between the symbols [Blahut 1983; Hoffman et al.
1991; Wicker 1995]. Moreover, RS codes have been found to be very suitable for burst-error correction.
For more details on how to compute RS codes, refer to Blahut [1983], Hoffman et al. [1991], and Wicker
[1995]. An (n, k) RS code encodes k information symbols, where each symbol contains q bits, into n
symbols by adding n − k symbols. In this case, the block length of the RS code is given by n = 2q − 1.
This code can correct t errors within n symbols where n − k = 2t. For example, assume that we have
q = 4 bits, and hence, n = 15. If we want to correct two errors (i.e., t = 2), then k = 11. Therefore, if two
(or fewer) symbols of the sequence (i.e., fewer than eight bits) are received in error, then this code can
correct all these bits. It might correct some higher-order error patterns but not all. As soon as k symbols
are received, all lost symbols can be reconstructed. The choice of RS code parameters is a design issue.
In this article, we chose q to be 8 bits and therefore n = 255.10 These values for q and n are among
the most popular ones in video transmission technology. k is chosen according to the desired protection
level.
A.2

Channel Model

The underlying processes that lead to packet losses in networks are quite complex. However, even a
simple and analytically tractable Markov model with only two states can approximate a network’s
packet loss behavior fairly well for our purpose. The two-state Markovian Gilbert-Elliot (G-E) model
has been thoroughly investigated in the literature [Girod et al. 1999; Horn et al. 1999]. Here, we will
briefly reiterate the main results. Of particular interest within the scope of this article is the probability
of having m errors in n symbols when an R-S code defined over an Extended Galois field GF(2q ) with
rate kn is used. The Gilbert-Elliot model possesses a characteristic distribution of error-free intervals,
which are also called gaps. To be precise, a gap is defined as an interval of length v − 1 packets between
two consecutive erroneously received packets. Let g(v) and G(v) denote the probability density function
(pdf) and cumulative distribution function (cdf) of the gaps, respectively. Then, g(v) and G(v) can be
given as:
g (v) =

1 − pBG
,
pBG (1 − pGB )v−2 pGB ,

v=1
v > 1,

(6)

where pBG represents the transition probability from the bad state to the good state while pGB represents
the transition probability from the good state to the bad state (see Figure 22).
G(v) =
10 Note

1
,
pBG (1 − pGB )v−2 ,

v=1
v > 1.

(7)

that by using shortening (puncturing) techniques, n can be less than 255 while the RS code protection capability is
preserved [Blahut 1983; Hoffman et al. 1991; Wicker 1995]. In this article, n is set to 100 as will be shown in the experiments
section.
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Furthermore, let R(m, n) denote the probability of having m − 1 packet losses within the n − 1 packets
following a lost packet. Then, R(m, n) is given by:

,
m=1
 G(n)

R(m, n) = n−m+1
(8)
g (v)R(m − 1, n − v),
2 ≤ m ≤ n.

v=1

Finally, the probability of losing m symbols, each of which is of q bits in length, within a block of n
symbols can be written as:
 n−m+1



PLR G(v)R(m, n − v + 1),
1≤m≤n

v=1
p(m, n) =
(9)
n



p(v, n)
,
m = 0.
1−
v=1
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