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ABSTRACT
Three-dimensional (3D) visual scenes with pluralities of graphic objects require considerable network bandwidth to be transmitted and
computing power to be rendered on a user's terminal. This paper
proposes an application and transport cross-layer solution for efficiently streaming 3D scenes toward high-quality display. In so doing, 3D objects are scalably coded and are transmitted over multiple streams in a partially sequenced and partially reliable fashion. A rate-distortion optimization framework is developed to determine the optimal level of reliability for every chunk of data in
each stream. Compared to heuristical methods, simulation results
show that the proposed framework maximizes the display quality of
the scene while minimizing the amount of data that needs to be processed by the client's rendering engine.

Index Terms- Computer graphics, Multimedia communication, Transport protocol.
1. INTRODUCTION

Three-dimensional (3D) visual scenes comprise various graphic objects, which require considerable network bandwidth to be transmitted and computation resource to be rendered on a user's terminal. Although computing technology in the graphics industry has
advanced rapidly in the past years, many platforms today still lack
sufficient support of rendering power and/or networking capability.
In the foreseeable future, disparate computing devices and heterogenous networks will remain a constraint for enabling high-quality 3D
applications in a distributed environment. To involve platforms with
limited or disparate networking and rendering capabilities in interactive graphics applications, transmission and rendering scalability is
desired, and optimal treatment on the networking and computation
resources becomes important.
Previous research efforts devoted to rendering and transmission
scalability focused on individual 3D models [1-5] while essences of
visual scenes have not been well addressed. A scalably coded 3D
scene, where each graphic object is coded into a hierarchy of levels
of details (LODs), has two important properties. First, although the
LODs of one object have hierarchical coding dependencies, multiple objects are encoded and decoded independently. This property
suggests that a strictly sequenced delivery for the multiple objects
is not necessary. Instead, transmission efficiency may be improved
by relaxing the packet-reception order on the transport level. Second, different objects, as well as different LODs of each object, have
unequal importance regarding display. This property implies that,
on the one end, reliable transfer is necessary for the lower LODs of
more important objects, by decoding which a significant increment
on the scene quality will be obtained; On the other end, unreliable
transfer for the higher LODs of less important objects is preferred for
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improved time efficiency. Between the two ends, a continuous spectrum of partial reliability levels are desired, which refer to selective and differentiated retransmission schemes for various portions
of data upon their importance. Earlier transmission schemes developed for individual 3D models [4, 5] support solely strict reliability
and unreliability. Partial reliability, though it provides further scalability to the streaming process, has not been considered.
In this paper, we propose an application and transport crosslayer mechanism to address the aforementioned issues. The proposed mechanism transmits multi-resolution objects in a partially ordered and partially reliable fashion, based on a new IP-transport protocol named the stream control transmission protocol (SCTP) [6,7].
Using the multi-streaming feature supported by SCTP, sequenced
data delivery is only maintained for each object, respectively, while
data units from multiple objects are transmitted in an unordered manner. In addition, we develop a rate-distortion optimization framework to perform selective transmission toward maximal display quality. For every batch of data selected to be transmitted, an optimal
level of reliability is assigned, accounting for the distortion-rate performance and the relative importance of the corresponding object as
well as network conditions. Simulation results show the efficacy of
the framework compared to heuristical methods. For a test benchmark, for example, our proposed mechanism improves the quality
of the displayed scene by approximately 10 dB under a bit-rate constraint of 300 KB.
The rest of the paper is organized as follows. Section 2 introduces preliminaries for this work. Then, we present details of the
proposed streaming mechanism in Section 3 and provide a performance evaluation in Section 4. Section 5 concludes the paper.
2. PRELIMINARIES
Two basic components in our proposed streaming framework are the
stream control transmission protocol (SCTP), employed at the transport level, and a weighted distortion model, incorporated by the application to measure the quality degradation of a 3D scene rendered
with multi-resolution objects. We briefly describe the two components in this section.

2.1. Stream Control Transmission Protocol
The stream control transmission protocol (SCTP) [6] is a state-ofthe-art IP transport protocol which embeds ordered and unordered
delivery in one connection (called association in SCTP) and always
retains TCP-friendly congestion control and congestion avoidance.
SCTP allows separated data streams from the upper-layer application to be multiplexed into one association, and maintains respectively the order of data units on different streams. Thus, if one data
unit belonging to a certain stream is lost, succeeding data units from
that stream will be stored in the receiver's stream buffer until the
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lost data is retransmitted from the source. In the meantime, data
from other streams can still be passed to upper-layer applications for
prompt processing. This partially ordered multi-streaming mechanism avoids the head of line (HOL) blocking in TCP due to the
strictly sequenced delivery. Because SCTP is a relatively new protocol, research results on multi-streaming are preliminary. Particularly,
joint considerations on the transport mechanism and the graphics application have not received research attention.
Partial reliability has been introduced as an extension of SCTP
(PR-SCTP) [7], which allows the sender to specify the retransmission behavior for different streams, in a continuous spectrum from
TCP-like reliability with multiple retransmissions to UDP-like unreliability with no retransmission at all. The selection of the reliability
level, however, has been considered as an application behavior and
not been addressed in the literature. For instance, in the traditional
SCTP implementation, the reliability level is fixed for one stream,
which is not optimal if preferential treatment is also desired within
the stream (considering a multi-resolution object as an example). In
contrast to the traditional SCTP, scalable in-stream partial reliability
is included in the proposed transmission mechanism, which allows
different chunks of data in a stream to have different reliability levels
while they are still delivered in sequence.
2.2. A Weighted Distortion Model

The first step on the application level is to properly model relative
rendering importance of multiple objects as well as multiple layers
of each object. The relative importance of multiple layers for a single
object is well quantified by its distortion-rate performance. For a 3D
mesh with multiple LODs {Mi }, i = 0, ..., L, where MO is the base
mesh and ML is the full resolution, the normalized distortion of an
LOD Mi is defined as

Erms (M, ML )
(1)
Smadz(MO, ML)'I
where Srms (Mi, ML ) and Sm j(MO, ML ) are the root-mean- square
D( Mi
DM')

and the maximum surface distances between two meshes [8].
Unlike the distortion-rate performance of a single object, relative
importance of multiple objects in a 3D scene is mainly application
specific. For example, weights assigned to objects may need to reflect the user's view perspective, operating focus, and/or the inherent
importance of the model according to the semantics of the application. A thorough study of these issues is beyond the scope of this
work. For an illustration purpose, in this paper we employ a simple view-dependent scheme to estimate the relative importance of
objects in a scene. For a given view perspective, the scheme first detects objects that are outside of the formulated view frustum. Then,
a weight factor is assigned to each remaining object in accordance
with the projection of the object's bounding volume in the screen
space. Although we use this simple and view-dependent scheme in
this paper, it should be pointed out that the following weighted distortion model and the streaming mechanism presented in the next
section are general enough to incorporate other weighting schemes
without difficulty.
Given a 3D scene S with N multi-resolution objects, {Mk },
k = I...N, i = I...Lk, we define the distortion of the scene S as
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where D(Mkik) denotes the measured distortion for mesh Mk with
resolution ik; {Wk}k=1 ...N are defined as normalized weight factors
to reflect the relative importance of the objects, Z: N Wk = 1.

3. THE STREAMING MECHANISM
The aforementioned object weighting scheme will differentiate objects in a scene into three categories: (i) objects rejected by the viewfrustum test, (ii) objects in the view frustum but assigned w = 0,
and (iii) objects with 0 < w < 1. These three categories are treated
differently by the proposed streaming mechanism: Transmission for
objects in the first category is skipped while only base layers are sent
for objects in the second category. For objects in the third category,
enhancement batches are properly chosen to be transmitted in addition to the base layers.
The transmission procedure therefore consists in two phases.
During the first phase base layers of the selected objects are organized into multiple streams and are transmitted with full reliability.
Because the base layers in general have a fairly small fraction (1-2%
or less) of the entire bitstream, the network is mainly loaded by the
transmission of the remaining data, which is the focus of our discussion in this section. In particular, we study a rate-distortion optimization algorithm which performs selective transmission and partialreliability (PR) allocation toward maximal rendering quality under
rate constraints. This optimal partial-reliability allocation algorithm
is referred to as PROpt hereafter. Based on the distortion-rate performance of the objects, their weight factors, and the link error statistics, PROpt determines which enhancement batches of the objects
are to be transmitted, and assigns for each selected batch a proper
level of reliability (i.e., a maximum number of retransmissions upon
data loss). After the scalable PR-allocation, multi-streaming is performed for the selected batches of data with the corresponding reliability levels.
Throughout the rest of our discussion, we refer to a simplified
network model consisting in two endpoints. An error-prone link with
an average packet loss rate p is assumed, and we consider an independent error process for simplicity.

3.1. Rate-Distortion Optimization
All the objects with w > 0 are considered in the second phase
of transmission. Without loss of generality, we assume a total set
of N objects {k }k=1...N with corresponding non-zero weights
{Wk}k=1 ...N Each object Ok has a number of Lk batches and their
distortion-rate performance are denoted by {ADkj, ATRkj }, where
AThkj is the number of data chunks (one chunk/packet) for sending
batch Bkj and ADkj denotes the distortion reduction by successfully decoding batch Bkj from the previous LOD, i.e.,
A Rk

=

'Rk-k RkJ - 1,

and ADk

=

Dki 'Dk,j 1-.
-

(3)

Tkij is the overall rate and DDki is the distortion measured as
described in Section 2.2. Note that ADki <U denotes the distortion
reduction. For each batch, we compute the residual error rate 6kj as
a function of ATk1 j and the packet loss rate p on the network. For
an independent error process, it is obvious that we have

In (3),

Ekj

=

1-(1 -p)A7Zkj

(4)

Using Pkj to denote the maximum number of transmissions that
is allocated to j-th batch of object Ok, we define 7rk _{Pj } j=1 ... Lk
as the transmission policy for object 0 k, and define H {=7r k Ik1 ... N
as the overall transmission policy for all the objects. For a given
transmission policy H, two bit-rate results are observed from the application and the transport points of view, respectively. The bit rate
seen by the application is an effective rate that represents the amount
of data needed to be processed by the client's decoding and rendering pipeline. We denote it by he (H). On the transport layer, the
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expected transmission rate, E(RTIIH), is concerned as it accounts for
potential retransmission cost in addition to the effective rate. The
expected transmission rate implies the latency of successful delivery
of the data for given network conditions, which essentially result in
a steady-state transport throughput, denoted by G.
Apparently, the above two rates can be expressed, respectively,
as the summation of the corresponding rates for the selected batches
of data. Namely,
N

TRe(H)

N

E(RliH)

E

k=l

E(RlPkj)

=

N

E:

E(l7rk)

Without much difficulty, we
rate, E(RlPkj), as follows.

can
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derive the expected transmission
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4. PERFORMANCE EVALUATION
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A given transmission policy H also results in an expected decoding distortion, E(D I H), derivation on which is slightly different
from the transmission rate. As described in Section 2.2, we model
the overall distortion of the scene as a weighted summation of the
expected distortion of all the objects. With the weight factors, {Wk },
for the objects, the overall expected distortion is given by

E(EDHIr)

N

=

EWkE(EDirk).

To find the solution for (10), the most straightforward method is
a brute force algorithm that searches over the entire solution space.
Unfortunately, brute force minimization requires an exponential computation time, and is computationally prohibitive for solution spaces
of even modest size. In this paper, a steepest decent search algorithm
is employed to find a solution more efficiently, at the cost of reaching
a possibly local-optimal point.
The heuristical algorithm performs a steepest decent search vertically in the LOD plane for each object while horizontally among
the objects, following an iterative fashion. Each time, for every object, PR-allocation proceeds by allocating one more transmission
opportunity to each LOD, respectively, and finding the new "optimal" allocation for the object that has the largest gradient of expected distortion. The resulting reduction gradient of expected distortion for each object is then weighted, and the object with the maximum gradient of weighted distortion reduction is selected and its
PR-allocation is updated. This procedure is repeated until the rate
constraints are reached.

(8)

A performance evaluation is presented in this section on the streaming framework described in the previous sections. We consider a
simple topology with two SCTP endpoints connected by a bottleneck link with transmission rate r = 384 kbps, maximum segment
size s = 1000 bytes, and propagation delay d = 120 msec. For
transport, the size of the receiving window is X = 20 KB, and the
packet error rate is p = 0.05.
A sample 3D scene containing totally 10 mesh objects (Figure 1)
is used as a benchmark for our performance evaluation. Each object in the scene is encoded to generate 10 enhancement batches using multi-resolution coding [3]. For a given view point, the object
weighting process described in Section 2.2 produces a result where 3
objects are rejected by the view-frustum test. The remaining objects
are weighted according to the projections of their bounding volumes.

k=1

To compute E(D Irk) for each policy

irk,

we

define an event Fkj

as

Fkj {delivery ofj-th batch for object Ok fails while all
A

preceding batches have been successfully received}.
With the assumption of an uncorrelated random error process, events
{fFkj}=l... Lk are mutually independent. Therefore, the expected
distortion for policy irk is the summation of the expected distortion
for each event Fkj, i.e.,
Lk

Lk

E(Dlrk)

=

ZE(lkj)

we
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a

client with limited

(_Ek).
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1=0

j=l

J1

Now,

j-1

DEkjEkj

computing

and

networking

by a bit-rate constraint, Rc, on the application, and a delay requirement, T, for data transport. For the steady-state network,
the delay requirement transfers to a transport rate constraint denoted
by RT = T * G. Summarizing (3)-(9) we write the rate-distortion
formulation and solution in the following:
resource

Hopt

arg min
Te(II) <hR&E(RIII) <RT

where TRe(H), E(RI H), and E(D IHI)
(6-7), and (8-9), respectively.

are

Fig. 1. The test benchmark has totally 10 objects, which are detected
and weighted using a view-dependent process.

(9)

E(-DlrH),

givenby the equations (5),

We compare PROpt with two heuristical methods that also perform multi-streaming for the selected objects. In particular, the first
heuristic transmits data batches of the selected objects in a roundrobin fashion. A fixed one-time retransmission opportunity is allocated to each data chunk to provide partial reliability. The second
heuristic performs scalable PR-allocation independently for the selected objects. In other words, it assigns equal weights to every object in the view space. These two heuristical methods are referred to
as Round-Robin and Equal-Weight, respectively.
In the first study, we use a relaxed delay requirement on transport, and examine the receiving quality for different bit-rate con-

3067

32

0

,/,X

"

30

28

I

, S'

26

2414

8

12

16

20

Delay (sec)

24

28

32

(b)

(a)

Fig. 2. Comparisons of the receiving quality with (a) different bitrate constraints on the application and (b) various delay requirements
on the transport.
straints on the client's application. Herein the receiving quality is
defined as
PSNRS
20 log10 D, (dB)
with D, given by (1). Results for the first study are presented in
Figure 2(a). From the plots, it can be seen that PROpt outperforms
the comparing heuristical methods over the entire bit-rate range. The
quality improvement is especially significant at moderate and relatively large bit rates. At very low bit rates (R, < 100 KB), RoundRobin performs closely with PROpt while Equal-Weight presents the
lowest quality. Both heuristics and PROpt increase the receiving
quality stably as the bit rate increases. Comparatively, Equal-Weight
improves the quality more quickly than Round-Robin, resulting from
its rate-distortion preferential treatment for LODs of each object. By
performing partial-reliability allocation jointly among objects based
upon their proper weights, PROpt further increases the receiving
quality drastically and quickly approaches a level close to the full
resolution (PSNRs > 45 dB). PROpt accomplishes such a significant improvement by the preferential bit-allocation on the objects
based on their estimated weights. Similar results are also observed in
Figure 2(b), where we relax the bit-rate constraint on the application
and study the receiving quality with different delay requirements on
transport. Such similarity is expected as the delay requirement essentially transfers to a bit-rate constraint on the overall transmission.
For a bit rate at R, = 300 KB, Figures 3(a-b) provide two rendered results for a subjective comparison. In Figures 3(a-b), please
note how PROpt presents full or close-to-full resolution to the objects that are likely receiving the most visual attention while it chooses
the lowest resolution for the object that is hardly visible. These subjective results confirm that, by performing optimized partial reliability allocation upon properly weighted objects, the proposed streaming mechanism can achieve optimized transmission efficiency for 3D
scenes while preserving rendering scalability decently.

5. CONCLUSIONS
In this paper we proposed a partially ordered and partially reliable
streaming mechanism for multi-resolution 3D scenes, taking into
account both decoding independencies (between objects) and dependencies (between LODs of each object) as well as their rendering importance. A rate-distortion framework is developed to assign
proper levels of reliability to different objects and different LODs of
each object under rate constraints. We presented simulation results
to show the efficiency of the proposed streaming mechanism.
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(a) PROpt

(b) Equal-Weight
Fig. 3. A comparison of the rendered results between PROpt and the
Equal-Weight heuristic with the same bit rate (300 KB). Flat shading
is used to enhance the facet effect of the displayed models.
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