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Abstract
The advance of the motion tracking and 3D display technologies impacts the input and output devices of the general humancomputer interaction framework nowadays. The motion sensing
devices can provide great tracking accuracy at relatively low prices,
which make motion-based interactions affordable and popular for
general use. Taking into account all the general interactions required on graphic user interfaces, we propose an integrated framework for motion control, which seamlessly supports 2D, 3D and
motion gesture interactions. We categorize the general tasks and
define four corresponding operating modes: 2D cursor, 3D manipulation, 3D navigation, and motion gesture. Trade-offs are made
between generality, performance, and usability. With a careful design of mapping, we believe the generality of the motion control
can outweigh the compromise in performance.
In the implementation, a hybrid framework of optical and inertial
sensing is used to achieve precise 6 DOF motion tracking. We develop two interesting applications to demonstrate the usability of
the integrated motion control framework between the first three operating modes. The motion gesture mode is proposed but not covered in this work.
CR Categories: H.5.2 [Information interfaces and presentation]:
User Interfaces—Graphical user interfaces;
Keywords: motion control, universal user interface, 3D user interface, 3D interaction, motion gesture
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Introduction

In recent years, the 3D display technology has witnessed significant
milestones in terms of quality and cost. Similarly, motion tracking
is also maturing with excellent tracking accuracy and relatively low
prices. Mass production of 3D displays and motion tracking products would be enabled by 3D interaction technologies and 3D user
interface designs. Such technologies are very close to being ready
to be part of consumer electronics devices into homes and other
immersive environments.
In human-computer interaction, WIMP, stands for “window, icon,
menu, pointing device”, is so intuitive and user friendly that it is
widely adopted for the graphic user interface everywhere in our
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daily life. Most of the time, 2D interfaces suffice because most
of the content we deal with either is flat or resides in planar forms,
e.g., text, tables, and pictures. However, any interaction related
to reality, either virtual or augmented, is three-dimensional in nature. The WIMP GUI may still be irreplaceable for tasks that are
two-dimensional in nature, but 3D UIs will be superior when the
interaction is taking place within a 3D spatial context. As a result, a
universal user interface should be a mixture of 2D and 3D, and we
need a universal input device that suffices the needs in both regards.
Traditional keyboard and mouse-oriented input devices work well
for 2D GUI, and separating degrees of control extends the control
capability to 3D operations. This paradigm prevails in 3D modeling and animation packages, CAD systems, video games, and many
others. However, these 3D interactions can be more intuitive, immersive and perhaps more efficient with the use of 6 DOF input
devices.
Research in 3D UIs has a long history, but received substantial
boost, much due to the discovery of fundamental 3D interaction
metaphors in the mid-1990s. Since then, many of the most basic
techniques for the 3D interaction tasks have been proposed and implemented. Researchers have often categorized the universal 3D
tasks as navigation, selection, manipulation, and system control
[Bowman et al. 2004]. It is suggested that most of the design space
for 3D interaction techniques has been covered [Bowman et al.
2006]. Although knowledge exists to develop usable 3D UIs, it
is not being used to its full potential for application development,
often because of the limitation in technology.
In this work, we are not going to invent new interaction metaphors.
Taking into account recent advances in interface technologies, we
design an integrated framework based on these well-known and
widely-used techniques. Then, we customize and build a system
that considers all the general interactions required by the so-called
“universal user interface”, which seamlessly supports 2D, 3D, and
motion gesture interactions. In the era where digital convergence
is taking place, many devices and systems in the marketplace offer an array of digital information handling capabilities and provide
the user with different digital information and services. We want to
combine motion control and the universal user interface to define a
unified gateway (control/input device) to consume and manipulate
all sorts of information and services which may be involved in the
living room or any working environments.

2

System Overview

Our integrated framework of motion control consists of two major blocks : the operating modes and the input hardware, i.e., the
motion tracking system. We will first present the overview of both
parts, and then explain the detailed implementation of interaction
techniques in each operating mode in the next section.

2.1
2.1.1

Input Hardware
6 DOF Motion Tracking

6 DOF devices allow the user to control position and orientation
simultaneously, which is convenient in most of 3D interactions.

Also, free moving 6-DOF devices are most suitable when speed
and a short learning curve are of primary concern. For interactions
that require less than 6 DOF, the spared dimensions can be used for
other functions as long as the mapping is logical without interfering
with the main interaction.
Since the release of the Wii console, the idea of motion control has
been widely accepted by users. The game consoles nowadays have
different levels of motion sensing or tracking capabilities. PlayStation Move fuses optical sensing and inertial sensing to do 6 DOF
motion tracking. However, its technique for position tracking is
based on single camera and results in heterogeneous resolutions in
the spatial coordinates, which is acceptable for gaming but may not
suffice for precise position control.
On the other hand, pure vision-based motion tracking is an appealing alternative since it is controller-free. Xbox 360 Kinect demonstrates the tracking capability of human body in 3D, but it also has
limitations on tracking subtle movements such as wrist twisting.
Controller-free itself can sometimes be disadvantageous because
there are no physical buttons. It relies on virtual buttons and needs
gestures to trigger the click (selection) action, e.g., hold steady for
a short while or push forward. The virtual touch metaphor breaks
down when we link the full 6 DOF tracking for direct 3D interactions. It can also be tricky to perform gestures without affecting the
precise pointing. Moreover, triggering a virtual button takes more
efforts and is less efficient than pressing a physical button.
For the proposed framework of motion control, we want to have
more precise 6 DOF motion tracking. There are several technologies for motion tracking, such as magnetic sensing, acoustic sensing, optical sensing, and inertial sensing [Welch and Foxlin 2002].
We choose a hybrid implementation of optical sensing and inertial
sensing. The former measures the position of the optical tracker,
and the latter estimates the orientation of the tracking device. This
combination has the advantages of being compact in size, wireless,
and accurate.
Optical motion tracking provides accurate position estimation at
a relatively high speed with small and untethered active/reflective
markers. A more thorough study of the characteristics of the signals acquired by optical motion tracking has been documented in
[Teather et al. 2009; Chen et al. 2010]. A primary constraint of all
optical systems is that there must be a clear line of sight between
the tracking targets and the optical sensor. The system needs at least
two pairs of the tracker-sensor relationship for valid triangulation to
determine the position of one tracker, and at least three trackers of
a rigid body are needed to estimate its orientation. The occlusion
problem usually can be alleviated by adding more sensors at different viewing angles. When this option is not available, fusing the
inertial sensors for dead reckoning can help to a certain degree.
The inertial tracking devices here refer to the Micro-ElectroMechanical System (MEMS) accelerometers and gyroscopes,
which actually measure the accelerations and angular speeds in the
device-wise coordinates. The orientation is accumulated from the
angular speeds based on a global reference frame which can be determined by measuring the direction of gravity and the magnetic
north if magnetic sensors are equipped. We can also estimate the
motion trajectory by integrating the accelerations along the corresponding orientation but cannot rely on its accuracy due to the drifting problem and error accumulation over time. The accuracy of inertial sensing has been studied in static, quasi-static, and dynamic
cases in [Godwin et al. 2009].

Figure 1: the prototype of our motion controller

2.1.2

Controller Prototype

The prototype of our universal motion controller has simultaneous
control of both 3D position and orientation with a minimum number
of buttons on it. As for the initial implementation, we use WorldViz PPT-X4 as the optical tracking system, which tracks infrared
dots at 60 Hz and transmits the tracking results with Virtual Reality Peripheral Network (VRPN) through Ethernet. Also, we use
the accelerometers and gyroscope embedded in Wii Remote Plus
(Wiimote), which samples and reports at about 100 Hz. It facilitates the prototype implementation to use Wiimote as a module
that integrates buttons, sensors, and Bluetooth. Figure 1 shows our
motion controller. Button A and B, controlled by the thumb and index finger respectively, serve as the primary and secondary buttons.
Some other buttons are used for supplementary functions but not
all of them on Wiimote are involved in our design. Since Wiimote
doesn’t have magnetometers, the heading cannot be automatically
calibrated by the magnetic north, so we use a temporally solution
to reset the heading by pressing button One.
When using the motion controller for pointing tasks, we have to
bear in mind that 3D input devices usually have higher tracking
noise compared to planar pointing devices, and are subject to hand
tremor if held in space. In [Teather et al. 2009], it was shown that
latency has a much stronger effect on the performance in pointing
tasks than low levels of jitter. It also shows that no performance
difference should be detectable when the latency and jitter of the
devices match.
Because our motion controller is meant for general use across a variety of interactions, we have to make trade-offs between generality,
performance, and usability, i.e., the logical mapping of the interaction technique to the device. As a result, its performance for certain
tasks may not be as good as a specialized device. With a careful design of mapping, we believe that the generality of the motion control can outweigh the compromise in performance, especially when
the specialized input device is not suitable or available for the working environment. For example, our motion control may not move
the 2D cursor as efficient or as accurate as a mouse, but the latter is
unsuitable and usually not available in a working environment such
as the living room.
Even though a 6 DOF device allows simultaneous control of position and orientation, we have to take the ergonomics into account. It
is against human nature to achieve mutual independence of 6 DOF
hand motion, especially when held in the air. It takes extra efforts
for the user to make translation without rotation, and vice versa. It
is also not easy to perform complete planar motion, e.g., translation
only in the vertical plane.

Table 1: function mapping of 2D Cursor
Action
Press
Press
Hold

Button
A
B
B

Hold
Release
Press

A+B
Down

Function
the primary button (left click)
the secondary button (right click)
drag in the x-y plane for scrolling and
in the z direction for zooming
enter the gesture mode
return to the current mode
reset the real-world origin of optical
tracking to the current position

Figure 2: the system overview
to start with.

2.2

Task Specific Operating Modes

First, we categorize the general control tasks into four groups and
define the corresponding operating modes as follows: 2D cursor,
3D navigation, 3D manipulation, and motion gesture. Figure 2 depicts the overview, which represents the input and system in the
general interaction framework [Dix et al. 2003]. In the 2D cursor
mode, the motion controller provides all the common functions that
the user needs to interact with the 2D GUI. The 3D navigation mode
allows the user to travel in the virtual environment, i.e., control the
position and orientation of the viewpoint. Our 3D manipulation
mode supports canonical tasks including selection, positioning, and
rotation in 3D space. The motion gesture mode provides an alternative input method, which increase the flexibility of the system.
Gestures can be linked to auxiliary functions to overcome the constraint of limited physical buttons. We will give more details of
each mode in the next section.
These operating modes are task-specific, and should be switched
automatically by the system or manually by the user. In order to
make the motion control universal across these operations, it relies on the logical mapping of the interaction techniques to the input device. The crucial issue is whether the mapping makes the
device and the subsequent interaction techniques “usable” [Bowman et al. 2004]. The main contribution of this work is to have
a thorough thought over these best-known and most widely-used
interaction techniques, and to design an integrated framework for
universal motion control so that we maximize the consistency over
different interaction techniques while the drop of performance in
each is minimized.
In the area of HCI, there are several principles that we have to consider for universal design [Dix et al. 2003]. It suggests that interaction techniques that follow a consistent metaphor are easier to learn
and prevent errors, but no interaction technique can be effective in
every manipulation situation. Providing effective perceptible information is very important. Multi-modal interaction may be used, but
strong visual feedback must be provided to help the user interpret
the system states. Moreover, the user’s past experiences with computers or video games can be useful to inform a logical mapping of
causes onto effects of motion control.

3

Implementation of Operating Modes

Through our implementation, we use the following definition of the
3D world coordinates of the working environment. Assume the user
is facing the display, the positive x-axis points right, the positive
y-axis points up, and the positive z-axis points outward from the
display. We do not place any constraint on the users location in the
working environment, and the system allows the user to reset the
origin of the world coordinates to any position that is comfortable

3.1

2D Cursor

In this mode, the motion controller provides the common functions
on 2D GUIs such as pointing and selection. Here, we consider
two metaphors for the techniques of motion-based remote pointing:
ray pointing [Oh and Stuerzlinger 2002; Jota et al. 2010] as used
in Wiimote, and virtual mouse in the air [Cao and Balakrishnan
2003] as used in PlayStation Move and Xbox360 Kinect. Both of
them are intuitive, slightly worse than the mouse, and better than the
joystick-type controller in terms of performance. Ray pointing can
cover a large area easily with minimum hand motion, but the user
has to carefully maintain the pointing posture. On the other hand,
virtual mouse in the air allows direct spatial mapping without any
posture constraint, but the motion footprint is comparatively large.
We choose virtual mouse in the air because it is consistent to the
metaphor we are using for 3D manipulation. The motion on a virtual plane parallel to the display controls the cursor correspondingly. The 2D cursor position on the screen is calculated by projecting, scaling, shifting, and clipping the 3D world coordinates of
the controller from the optical tracking. The scaling factor is determined based on the screens dimension, the operating arm range,
and the precision of the optical tracking. Together with the buttons
A and B on the controller that are analogous to the left and right
clicks of the mouse, the user can easily extend his or her experience
of the mouse to the 2D cursor mode.
In our implementation, the depth information, i.e., the z-axis value,
is unused for the cursor control, and can be bound to auxiliary functions. Thresholding is recommended to avoid triggering by unintentional movement in depth. The scrolling and zooming function
are integrated together because they are based on the same mental
model that drags the content and move, e.g., drag down to scroll
up, and drag toward the body to zoom in. The function mapping is
listed in Table 1.

3.2

3D Manipulation

In this mode, the motion controller supports selection and general
manipulation (positioning and rotation) in 3D space. Among the
well-known techniques for selection in a virtual environment [Bowman et al. 2004], we consider the most intuitive two metaphors:
ray-casting [Liang and Green 1994] and hand-extension [Mine
1995]. Both of them can work very well even in a dense and occluded condition with certain modification [Vanacken et al. 2009].
In terms of target selection, ray-casting has smaller motion footprint but suffers when selecting distant and small objects due to
the angular accuracy. The hand-extension metaphor directly maps
the users hand to a 3D virtual cursor in a one-to-one correspondence. It is extremely intuitive, but the possible range is limited.
As for object manipulation, hand-extension is more natural and

Table 3: function mapping of 3D Navigation

Table 2: function mapping of 3D Manipulation
Action
Press

Button
A

Dblclick
Hold
Release
Hold
Release
Press

A
B
A+B
Down

Function
select the target or trigger the specific
manipulation task
bring up the 3D widgets
grab the target for manipulation
release the target
enter the gesture mode
return to the current mode
reset the real-world origin of optical
tracking to the current position

Action
Hold
Release
Hold
Release
Press

efficient than ray-casting. The HOMER technique [Bowman and
Hodges 1997] integrates the advantages of ray-casting for selection
and hand-extension for manipulation.
In the implementation, we still choose the hand-extension metaphor
because it provides direct 6 DOF manipulation, seamless integration with our 3D browsing technique, and consistency in the mental
model among operating modes. The go-go technique [Poupyrev
et al. 1996] is not scale-invariant, so we derive the non-linear mapping equation (1) to extend the virtual reaching range:


Rv =

sRr
sRr (1 + k(Rr /D − 1)2 )

if Rr < D
otherwise

(1)

where Rr and Rv are calculated from the user-defined origin, s
and k are scalars, and D is the radius of the linear mapping sphere.
Again, the origin of the real-world coordinates can be set to any
location where the user feels comfortable to start with, and then
we offset and scale the position of the controller to calculate the
position of the virtual hand. Since the user can easily recognize the
devices orientation, we use one-to-one mapping for 3D orientation.
Other specific or complicated manipulation tasks, such as resizing,
3D cloning, multiple selections, etc, can be done with the help of
3D widgets, which can be triggered by double clicking the primary
button while selecting the object. The function mapping for the 3D
manipulation mode is listed in Table 2, where the target means the
object touched by the virtual hand.

3.3

3D Navigation

This operating mode allows the user to translate and rotate the viewpoint, i.e., the first-person view, in the virtual world. The translation can be 1-dimensional (moving forward and backward), 2dimensional (add moving left and right), or 3-dimensional (add
moving up and down). The rotation can also be 1-dimensional
(yaw), 2-dimensional (yaw and pitch), or 3-dimensional (yaw,
pitch, and roll). The total dimensions needed for 3D navigation
depend on the degrees of freedom allowed by the application. For
instance, most virtual reality applications rotate the viewpoint with
2 DOF because the rotation in roll is restricted. Terrain-following
is another common constraint that reduces the DOF of viewpoint
translation to two.
In this work, we design two techniques: steering for flying-type
navigation, and grabbing the air for browsing-type navigation.
Both of them support full 6-DOF navigation, and we can reduce
degrees of freedom according to the application. In our implementation, the user has to hold the button B to control the navigation
and release to stop. The user can jump between 3D manipulation
and 3D navigation easily without an explicit mode switch. When
an object is being grabbed, the system works in the 3D manipulation mode; when the air is being grabbed, it triggers the 3D navi-

Button
B
A+B
Down

Function
grab the “air” and start navigation
stop navigation
enter the gesture mode
return to the current mode
reset the real-world origin of optical
tracking to the current position

gation interaction. To provide a stronger visual clue to distinguish
the grabbing target, a semi-transparent overlay is shown whenever
an object is tangible to the virtual hand. Table 3 lists the button
functions, and we will describe the detailed interaction techniques
as follows.
3.3.1

Steering for 3D Flying

The most common metaphor for navigation is steering. The position while the button B is pressed down serves as the origin of a
polar coordinate system. The controller position is then converted
in the new coordinate system as r, θ, φ, where θ and φ control the
direction, and r controls the velocity of the viewpoint translation.
r is non-linearly mapped to the velocity with a dead zone to suppress unintentional hand movement. The controllers angles in yaw,
pitch, and roll control the respective angular speeds to rotate the
viewpoint. Similarly, angles below certain thresholds are ignored
for rotation. This technique turns the motion controller into a 6D
analog stick for flying-type navigation.
3.3.2

Grabbing the Air for 3D Browsing

In this technique, the world is viewed as an object to be manipulated while the viewpoint remains stationary. Dragging the world
backward has the same effect as moving the viewpoint forward.
The viewpoint rotation is done reversely to the hand rotation while
grabbing the air, so the user keeps the same mental model. Note
that it is difficult and requires extra caution to move the hand without rotation, so we separate the rotation mapping from translation
by default to avoid disorienting. The user can specify his intention of viewpoint rotation by gripping the controller with a point-up
heading when he initiates the 3D browsing interaction. After the intention of rotation is signaled, we consider the hand motion as pure
rotation if the displacement in position is small and 6 DOF control
if the translation exceeds certain threshold. This gripping posture is
also more ergonomic to have a larger range of wrist rotation in all
directions.
Since this technique follows the hand-extension metaphor, it is suitable in situations where both navigation and object manipulation
tasks are frequent and interspersed. We consider 3D browsing as
the counter part of the 2D scrolling and zooming, and it is the default navigation technique that works with 3D manipulation in our
integrated framework. This combination of interaction techniques
is appealing for applications like the 3D widget wall, which can be
floating in the air and virtually surround the user.

3.4

Motion Gesture

In our design, the user can easily enter this mode and perform gestures to trigger certain tasks or commands. The motion gesture
mode can be used as a standalone operating mode if no cursor or
any pointing functions are needed, e.g., the control of a digital audio or video player. Usually the segmentation of motion is done

by the “push-to-gesture” mechanism. In the standalone case, auto
detection of motion gestures, i.e., gesture spotting, is preferred.
Motion gestures can be viewed as an array of virtual buttons, and
the function mapping is no longer restricted by the limited number
of physical buttons. Different buttons may trigger different functions in different modes, so as the function mapping of motion gestures. However, consistency of function mapping is important to
increase the usability of motion gestures across operating modes.
The design space of motion gesture is covered in [Ashbrook and
Starner 2010; Ruiz et al. 2011]. A good motion gesture design
should meet the following criteria: easy to remember and perform,
reliably active the desired function without false positive, and a logical mapping onto functions.
Motion gesture recognition by itself is an interesting topic and beyond the scope of universal user interface design. A considerable
number of works have been done on vision- and acceleration-based
motion gesture recognition with machine learning techniques [Mitra and Acharya 2007], such as Hidden Markov Models (HMM)
[Mäntyjärvi et al. 2004], Finite State Machines (FSM), and datadriven template matching based on Dynamic Time Warping (DTW)
[Liu et al. 2009]. We have created a database of 20 motion gestures, and collected the comprehensive motion data, including the
explicit 6 DOF (position and orientation) and the implicit 6 DOF
(accelerations and angular speeds) of these gestures. Space limitations preclude the implementation details of our motion gesture
recognizer.

4

Demo Applications

Our user interface is built with Object-Oriented Graphics Rending
Engine (OGRE). On top of it, we create two applications, Lego
Bricks and Ogre Scene Navigation, to demonstrate the usability
of the proposed motion control framework.
Lego Bricks best exemplifies the frequent switching and close integration of 3D manipulation and 3D navigation (browsing). The
user has to assemble lego bricks that are scattered randomly on the
ground, which can only be assembled when they are aligned with
small errors. A red overlay is shown whenever an object is “grabbable” by the virtual hand (a Wiimote model). Otherwise, the grabbing target is the air. When the controller is pointing upward, a
semi-transparent green sphere is shown at the head of the Wiimote
model to inform the user that 6 DOF browsing can be triggered. We
also show a red overlay when objects are engaged but not correctly
aligned. A green overlay on objects indicates correct alignment,
and the user can press button A to assemble them. This application shows that the hand-extension metaphor is perfectly intuitive
for both 3D manipulation and 3D browsing in this scenario.
Ogre Scene Navigation allows the user to either walk or fly in the
virtual scene. The active operating mode is 2D cursor, in which the
user can choose to either walk or fly from a drop down list. By holding button B, the interface switches to 3D navigation interaction.
Note that the 3D walk and fly interactions are actually 5-DOF and
6-DOF because the viewpoint rotation in roll is restricted. Figure 3
and 4 show Lego Bricks and Ogre Scene Navigation applications
with picture-in-picture snapshots of the hand motion. Stereoscopy
is disabled for illustrative purpose 1 .

5

Figure 3: the Lego Bricks application

Conclusions and Future Work

In this work, we exploit the idea of motion control and design an
integrated framework for our universal user interface, which sup1 Video

demos are available at http://www.ece.gatech.edu/
research/labs/msl/research/

Figure 4: the Ogre Scene Navigation application

ports 2D, 3D, and motion gesture interactions seamlessly. The input device of the proposed system, i.e., the motion controller, uses
a hybrid of optical and inertial tracking to achieve simultaneous 6
DOF control. The motion controller also has two primary buttons
that mimic the functionality of the mouse clicks. The general control tasks are categorized into four groups with the corresponding
operating modes: 2D cursor, 3D navigating, 3D manipulation, and
motion gesture, which are task-specific and can be switched automatically by the system or manually by the user. We carefully design a logical mapping of the interaction techniques of each mode to
the motion controller so that the user can follow a consistent mental
model to increase the usability.
A possible shortcoming of the proposed motion control is the “gorilla arm” problem. Further study is needed to investigate the motion footprint. The ultimate goal is to allow the user to only move
his upper arm and wrist with the elbow on the armrest for most
interactions. The technique similar to mouse acceleration can be
considered to move the cursor in both 2D and 3D, but it also breaks
the one-to-one position mapping. Another potential extension of
the gesture mode is “writing in the air”, which can be an interesting
alternative for text input.
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