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ABSTRACT
Virtual reality is a useful tool to train individuals for various
different situations or scenarios. A single person utilizing a
virtual environment can greatly enhance their skill set, but
the greatest gain in skill is obtained when multiple users
realistically interact in the virtual environment. To
accomplish this, a network protocol must be designed to
efficiently communicate vital information to participants in
the virtual environment. The purpose of this paper is to
document the design of a transmission protocol for a
collaborative virtual environment (CVE). In addition, the
network protocol was tested with a network emulator to
understand how well the protocol functioned under various
network conditions. When the jitter level was below 50 ms
the transmission protocol was able to reproduce the smooth
avatar movement even at transmission intervals as high as
100 ms. However as the jitter increased the transmission
interval had to be kept as low as 10 ms to reproduce realistic
human movement.
Index Terms- Virtual reality, Computer interface
human factors, Computer networks, Teleworking,
Communication systems

1. INTRODUCTION
Before a transmission protocol is designed it is vital to
understand exactly what information must be transmitted
between users [1]. In virtual reality as in 3D computer games
the virtual environment is composed of various 3D models
simulating real world objects. Objects in the virtual world
are either static or dynamic depending on their ability to be
manipulated in the application. Static objects serve only a
visual role making the environment look more realistic.
Dynamic objects on the other hand are objects that the user
can interact with and are central to the application. Typically
the user's main form of interaction is positioning their avatar
and the various dynamic objects in the virtual world.
Although a large portion of the literature on
networking virtual environments comes from the perspective
of 3D computer games, the modeling of a user's avatar is
often different in virtual reality [2]. In 3D computer games
the user typically has a few common 3D models representing
various states the user will be able to position their avatar in.
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For example their avatar might be able to crouch, crawl, or
stand. Therefore in 3D gaming users simply need a finite
number of models to represent the user's different state. The
models would be distributed with the computer game so the
only information needed by a user is the other user's type of
model and its position. Virtual reality on the other hand has
one 3D model for the user, but the model is able to be
manipulated into different states depending on the different
input devices used. For example if magnetic trackers are
used and positioned on the user's hand and arms, the user
would be able to move their avatars arms or hands in various
different positions and orientations. In addition to the user
moving their avatar throughout the virtual world, virtual
reality has the additional task of moving different parts of
the avatar to more realistically simulate human movement
than a static 3D model.
Because of this key difference the transmission protocol
must send specific information on the user's avatar in
addition to its position and orientation. On the extreme end
of virtual environments are CVE which typically regulate the
environment only for close collaboration [3]. In these
environments the movement of the avatars appendages is
often just as important as the location of the avatar itself. All
of the information whether it is the avatar's position or the
position of the avatar's appendages is the state information
of the object and must be transmitted.
There are three common documented ways in which
state information can be transmitted across a network. The
simplest and most robust way is to send the complete
information on the state of the objects of interest. For
example if there were five objects in a virtual room in which
the user could interact with, the five object's position and
orientation information could be transmitted to all users in
the room. This method is the easiest to understand and code
because there is no translation from the information
contained in the software to the information sent across the
network.
The next common way to transmit information of a
virtual environment is to transmit the complete state
information at intervals and the difference in the state
information in between these intervals. This method is quite
similar to other techniques used in multimedia to reduce the
size of the information sent. By using bounds on how far an
object can move between differential updates the
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information could possibly be better compressed with this
technique.
Finally one of the most popular methods used in many
virtual environments and FPS video games is to send
predictive state information [4]. This is commonly called
dead reckoning. In this scheme the information sent is not
just the object's position and orientation, but also the objects
velocity and/or acceleration. By sending the objects
movement pattern in addition to the current location of the
object the receiver can predict where the object will be in
the future. In addition, as long as the object stays on its
current trajectory with the same speed, then no more
information needs to be sent across the network. The
receiving software will simply predict where the user is
based off of the previously sent information. Typically the
application will set an error threshold. If the object's
position deviates greater than the error from the predicted
path a new dead reckoning packet will be sent with the new
information.
Once the information to be transmitted has been
determined the network protocol to send the information
must be chosen. Although many applications today rely on
TCP, generally UDP is used for multimedia applications
such as virtual reality. The prevalent reason for the choice of
UDP is the real time nature of the communicated
information. Since the latest information sent by the
transmitter will make previous information stale, it is not as
important to buffer packets to make sure they are in the
correct order as is done in TCP. Instead out of order packets
will simply be dropped and not used. The only difficulty
occurs is when differential information is used. In this case a
transport layer on top of UDP needs to be designed to deal
with out of order packet.

2. DESIGN OF THE TRANSMISSION PROTOCOL
The custom transmission protocol designed sends complete
state information periodically using UDP as the network
layer protocol. The information is sent in plain text for
simplicity and debugging purposes. The only header
attached to the information is a sequence number to filter out
of orders packets out at the receiver. The reason for
choosing complete state information over the typical dead
reckoning was based on the nature of the objects movement.
Since the main objects in the virtual world are the users'
hands, the transmission protocol's design has to take into
consideration the way hands move. From neurological
research human hand movement has shown to produce
Gaussian speed profiles which cause the hand speed to
change quite frequently in a simple reaching movement.
This variability of the hand speed would be difficult to
model with a predictive technique such as dead reckoning. If
the objects velocity changed too often the transmission
protocol would produce many dead reckoning packets and
make dead reckoning less feasible.

An important parameter in the transmission protocol
design is the timing of when packets are sent. There a two
general approaches to this. One approach is to send packets
adaptively based on some metric. If the packet was a dead
reckoning packet the metric would be the error between the
predicted position and the actual position. In the case of a
complete state packet used in this design the metric could be
a distance. If the object moves more than the specified
distance a new update packet could be sent. Although
adaptively sending packet might help decrease the network
load, for this design the alternative approach was used by
sending packets at fixed intervals. This technique will keep
the bit rate of the application fairly constant and predictable.
If complete state information is sent and a fixed
transmission interval is chosen, as in the designed protocol,
the sending of packets is analogous to sampling of a signal.
Since the precision of the object's position and orientation is
the same for the original signal as it is in the sampled signal
there is no loss of information through quantization. If the
sampling or sending interval is chosen appropriately then the
objects position and orientation can be reconstructed at the
receiver with only the added noise from the delay and jitter
of the computer network. Since the frame rate of the
application can vary depending on such complexities as the
type of input used and what performance timers are being
used to log the data, the sampling rate for the application
was chosen by experimentation. This was done by
connecting the application to another incarnation of the
application through the loopback interface and observing the
networked movements. From this experiment an over
sampled, an under sampled, and the best fit rate were found.
Finally to keep the protocol as lightweight as possible
only one form of information was used to designate packets.
This information was the sequence number. As stated before
being a real time application the reordering of packets in not
necessary. If packets arrive out of order the earlier packet
information is not important and therefore dropped. When
excessive network jitter causes the reordering of packet the
effect is essentially packet loss not buffering delay. In effect
the real packet loss rate the application will see is the
combination of the network layer packet loss and the
transport layer packet reordering.

3. TESTING THE TRANSMISSION PROTOCOL
To test the transmission protocol the software was connected
to a network emulator and various trials were run. The setup
consisted of one virtual reality computer running the custom

designed software including the transmission protocol and
one computer running the network emulator. On the virtual
reality machine two instances of the virtual reality program
were run concurrently. The two software programs directed
their traffic to the network emulator computer which
simulated real network delay and jitter. For the emulator the
software used was NCTUns, free software allowing the use
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of network simulation or emulation [5]. Since emulation was
used instead of simulation the results were seen in real time.
The custom virtual reality software was designed by students
at Georgia Institute of Technology with open source
software. Since the objective of a CVE is on small groups of
individuals working together, the virtual environment
consists of a single room. In the single room is a central
table containing objects which different users can interact
with. End users were able to interact with the virtual
environment through a set of data gloves and magnetic
trackers. Because the end users primary change in state
comes through the movement of their arm in the virtual
environment, the focus was on measuring the movement of
the users arm in the local application as well as the
networked application. As in human movement research the
central metric studied was the speed of the users' hands.
The test of the transmission protocol consisted of
having one user move their hand to pick up an object across
the table. Data was collected on the hand movement in both
the sending software and the receiving software. The
movements consisted of mostly lateral movement which is
typical of the type of movements done in this kind of setting.
Since the users were regulated to a small environment like
other CVEs the type of movements tended to be arm and
hand movements. To alleviate the differences in the
movement of the user's hand between trials, one hand
movement was saved and rerun for each trial.
When sending a constant synchronous stream of packets
such as is done in the designed transmission protocol a
perfect network would simply deliver the transmitted
packets some time later with a constant network delay. This
would correspond with shifting the transmitted packets in
time. The induced delay causes a lag in the user's
movement, but no degradation of the reconstructed
movement. The true difficulty in reconstructing the
movement comes not from the network delay, but in the
variation on the network delay, or jitter. Because of this the
trials run kept the delay constant at 150 ms. generally it is
agreed a delay greater than 200ms causes applications such
as virtual reality and 3D computer games tend to lose their
effectiveness and usability. By choosing a fixed delay of
150ms the simulated delay is quite large, but within the
operating constraints of similar applications. The two
parameters that were varied in the experiment were the
transmission rate and the network jitter.
To keep the amount of tests reasonable a small set of
transmission rates and network jitter were chosen. The
packets were transmitted at 10, 50, 75, 150, and 300 ms
intervals. For each experiment the transmission interval was
kept constant. The jitter was also kept constant for each
experiment and with the values of 10, 50, and 100 ms
variance from the normal used. Each transmission rate was
tested with each jitter value to give a total of 15
experiments.

4. RESULTS
The most obviously recognizable result is the effect of jitter
on the movement of the hand. By watching the actual
application the higher jitter is characterized by jerkier
movements. This is clearly be illustrated in Figure 1. In this
figure the transmission rate was kept constant at 50 ms while

Figure 1: Effects of jitter.

Figure 2: Effects of transmission rate.
the jitter was varied in the different subplots. The speed of
the hand was plotted because it is a well known feature of
human movement often used in the field of robotics. In a
typical case reaching movement the human arm will produce
a speed curve similar to a Gaussian distribution. The upper
left hand graph shows the speed of the hand at the
transmitter which is roughly shaped Gaussian. As the jitter
increases in the next thee graphs the speed becomes clearly
less smooth and varies more between the maximum and
minimum. With the jitter at 100 ms the envelope of the
speed still shows a Gaussian shape, but varies greatly in
short time intervals.
Another important result is caused by the effect of
varying the transmission rate. This can be seen in the results
by plotting the received signal from various different
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transmission rates while keeping the jitter constant at 10 ms.
This can be seen in Figure 2. As before the speed of the
hand is plotted and the transmitted hand speed is shown in
the upper left hand corner. The received hand movement is
not as smooth with more variation in short time periods just
as demonstrated when the jitter was varied. At larger
transmission intervals the corresponding speed variation is
noticeably larger. The larger transmission intervals
correspond to higher amounts of jitter in the previous figure.
To verify the results the receiver's application program was
observed and the hand movement tended to behave similar
to when the jitter was varied. In addition the speed curves
demonstrate a Gaussian envelope also observed in the
previous figure. The similarity in the curves in Figure 1 and
2 illustrate how the varying the transmission interval can
cause effects similar to jitter in this type of transmission
protocol.
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What is vital is the type of information lost. If the
information lost had a great deal of position change then the
next update received would likely have an even larger
position change. Therefore when more packets are lost from
higher amounts of jitter the information received becomes
more variable and uncertain.

5. CONCLUSION
Because of the unique nature of many multimedia
applications transmission protocols must be designed to
ensure the proper communication of information.
Networking of CVEs requires knowledge of both virtual
reality and common techniques used in other multimedia
networking. The custom transmission protocol designed was
simple allowing for easy implementation. Although network
delay makes communication more difficult, jitter has proven
to be more destructive to the user experience. Jitter and large
transmission intervals were shown to cause similar effects on
user's movement making user interaction difficult. Since the
transmission interval is user specified it can be adjusted
based on the network conditions. On the other hand jitter has
proven to be detrimental and effort needs to be made to
compensate for it in the software. The most standard
technique to buffer packets should be investigated for virtual
reality to prove its viability.
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Figure 3: Jitter and transmission rate.
The two previous examples show how the transmission
interval and network jitter can cause the user's movements
to become jerky and unnatural. This unnatural type of
movement is caused by more variation in the speed and a
higher peak speed in the received movements. To illustrate
this more clearly the peak speed of each of the trial was
found and plotted versus the transmission rate and the
network jitter. These plots can be seen in Figures 3. As
illustrated in Figure 3 there is a linear relationship between
the transmission rate and the peak speed. This was already
shown to occur in Figure 2. What is important is how linear
the relationship is. For a jitter of 10 ms the relationship is
relatively linear. For larger amounts of jitter the linear
relationship tends to break down. At 100 ms of jitter the
peak speed is quite variable. This seems to be due to type of
information lost by jitter. Since higher jitter causes more
packets to be received out of order, more packets and
therefore information will be lost at higher rates of jitter.
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